Nearest-Neighbor Methods in Learning
and Vision: Theory and Practice



Gregory Shakhnarovich, Trevor Darrell and Piotr Indyk, ediors

Description of the series - need to check with Bob Prior what
it is



Nearest-Neighbor Methods in Learning
and Vision: Theory and Practice

edited by

Gregory Shakhnarovich
Trevor Darrell

Piotr Indyk

The MIT Press
Cambridge, Massachusetts
London, England



2005 Massachusetts Institute of Technology

All rights reserved. No part of this book may be reproduced in any form by any electronic
or mechanical means (including photocopying, recording, o r information storage and retrieval)
without permission in writing from the publisher.

This book was set in LaTex by the authors and was printed and bo und in the United States of
America

Library of Congress Cataloging-in-Publication Data

Nearest-Neighbor Methods in Learning and Vision: Theory an d Practice
edited by Gregory Shakhnarovich, Trevor Darrell and Piotr I~ ndyk.
p. cm.



Contents

1 Learning Embeddings for Fast Approximate Nearest
Neighbor Retrieval . . .. ... ... ... ...... Vil
Vassilis Athitsos, Jonathan Alon, Stan Sclaro , George Kdlos



vi

Contents



Learning Embeddings for Fast Approximate
Nearest Neighbor Retrieval

1.1

Introduction

Many important applications require e cient nearest-neighbor retrieval
in non-Euclidean, and often nonmetric spaces. Finding nesst neigh-
bors e ciently in such spaces can be challenging, becauseetlunder-
lying distance measures can take time superlinear to the igth of the
data, and also because most indexing methods are not apphéa in
such spaces. For example, most tree-based and hash-basetexing
methods typically assume that objects live in a Euclidean sge, or at
least a so-called \coordinate-space", where each objectrepresented
as a feature vector of xed dimensions. There is a wide rangé on-
Euclidean spaces that violate those assumptions. Some exdes of
such spaces are proteins and DNA in biology, time series datavari-
ous elds, and edge images in computer vision.

Euclidean embeddings (like Bourgain embeddings [17] anddaslap
[8]) provide an alternative for indexing non-Euclidean spzes. Using
embeddings, we associate each object with a Euclidean vecto that
distances between objects are related to distances betweha vectors
associated with those objects. Database objects are embedd ine.
Given a query objectq, its embedding F(q) is computed e ciently
online, by measuring distances betweeq and a small number of
database objects. To retrieve the nearest neighbors @fwe rst nd a
small set of candidate matches using distances in the Euaiah space,
and then we re ne those results by measuring distances in tlwgiginal
space. Euclidean embeddings can signi cantly improve regéval time
in domains where evaluating the distance measure in the ongl space
iIs computationally expensive.

This chapter presents BoostMap, a machine learning methodrfcon-
structing Euclidean embeddings. The algorithm is domaimdependent
and can be applied taarbitrary distance measures, metric or nonmetric.
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With respect to existing embedding methods for e cient appoximate
nearest-neighbor methods, BoostMap has the following advwages:

{ Embedding construction explicitly optimizes a quantitative measure
of how well the embedding preserves similarity rankings. ksting
methods (like Bourgain embeddings [11] and FastMap [8]) tygally
use random choices and heuristics, and do not attempt to optize
some measure of embedding quality.

{ Our optimization method does not make any assumptions abdu
the original distance measure. For example, no Euclidean ametric
properties are required.

Embeddings are seen as classiers, which estimate for anyrdle
objects a; b; cif a is closer tob or to c. Starting with a large family
of simple, one-dimensional (1D) embeddings, we use AdaBb[0] to
combine those embeddings into a single, high-dimensionahleedding
that can give highly accurate similarity rankings.

1.2 Related Work

Various methods have been employed for similarity indexingn multi-
dimensional data sets, including hashing and tree structas [29]. How-
ever, the performance of such methods degrades in high diraems.
This phenomenon is one of the many aspects of the \curse of @¢gim
sionality.” Another problem with tree-based methods is thathey typ-
ically rely on Euclidean or metric properties, and cannot bapplied to
arbitrary spaces.

Approximate nearest-neighbor methods have been proposed[L2]
and scale better with the number of dimensions. However, teke meth-
ods are available only for specic sets of metrics, and theyra not
applicable to arbitrary distance measures. In [9], a randomed pro-
cedure is used to create a locality-sensitive hashing (LSKjructure
that can report a (1 + )-approximate nearest neighbor with a con-
stant probability. In [32] M-trees are used for approximatesimilarity
retrieval, while [16] proposes clustering the data set an@trieving only
a small number of clusters (which are stored sequentially atisk) to
answer each query. In [4, 7, 13] dimensionality reductiondeniques are
used where lower-bounding rules are ignored when dismiggidimen-
sions and the focus is on preserving close approximationsdidtances
only. In [27] the authors used VA-les [28] to nd nearest naghbors
by omitting the re nement step of the original exact search korithm
and estimating approximate distances using only the lowernd up-
per bounds computed by the Itering step. Finally, in [23] tre authors
partition the data space into clusters and then the represeatives of
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each cluster are compressed using quantization techniqu&gther sim-
ilar approaches include [15, 19]. However, all these techoes can be
employed mostly for distance functions de ned usind;, norms.

Various techniques appeared in the literature for robust eluation
of similarity queries on time-series databases when usin@mmetric
distance functions [14, 25, 30]. These techniques use thierland-re ne
approach where an approximation of the original distance #t can be
computed e ciently is utilized in the Itering step. Query s peedup is
achieved by pruning a large part of the search space beforestbriginal,
accurate, but more expensive distance measure needs to beliol
on few remaining candidates during the re nement step. Usllg, the
distance approximation function is designed to be metric ¢en if the
original distance is not) so that traditional indexing tecmiques can be
applied to index the database in order to speed up the lIterig stage
as well.

In domains where the distance measure is computationally gensive,
signi cant computational savings can be obtained by consticting a
distance-approximating embedding, which maps objects imtanother
space with a more e cient distance measure. A number of methis
have been proposed for embedding arbitrary metric spacestana
Euclidean or pseudo-Euclidean space [3, 8, 11, 18, 22, 26, &bme
of these methods, in particular multidimensional scalingMDS) [31],
Bourgain embeddings [3, 10], locally linear embeddings (EL). [18], and
Isomap [22] are not targeted at speeding up online similayitretrieval,
because they still need to evaluate exact distances betwedtie query
and most or all database objects. Online queries can be haadlby
Lipschitz embeddings [10], FastMap [8], MetricMap [26] anSparseMap
[11], which can readily compute the embedding of the query,easuring
only a small number of exact distances in the process. Theseur
methods are the most related to our approach. The goal of Babtap
is to achieve better indexing performance in domains wherbdse four
methods are applicable.

1.3 Background on Embeddings

Let X be a set of objects, andDy (X1;X,) be a distance measure
between objectsx;;x, 2 X. Dy can be metric or nonmetric. A
Euclidean embeddingF : X ! RY is a function that maps objects
from X into the d-dimensional Euclidean spac®¢Y, where distance is
measured using a measur@rq«. Dga is typically an L, or weighted L,

norm. Given X and Dy, our goal is to construct an embeddindr that

can be used for e cient and accurate approximatek-nearest neighbor
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(k-NN) retrieval, for previously unseen query objects, and fali erent
values ofk.

In this section we describe some existing methods for constting
Euclidean embeddings. We brie y go over Lipschitz embeddys [10],
Bourgain embeddings [3, 10], FastMap [8], and MetricMap [R6AIl
these methods, with the exception of Bourgain embeddinggrcbe used
for e cient approximate nearest-neighbor retrieval. Although Bourgain
embeddings require too many distance computations in the igmal
spaceX in order to embed the query, there is a heuristic approximatin
of Bourgain embeddings called SparseMap [11] that can alse bsed
for e cient retrieval.

1.3.1 Lipschitz Embeddings

We can extendDyx to de ne the distance between elements of and
subsets ofX. Let x 2 X andR X. Then,

Dx (x;R) =min Dx (x;r) : (1.1)

Given a subsetR X, a simple 1D Euclidean embeddingR : X !
R can be de ned as follows:

FR(X) = Dx (x;R) : (1.2)

The setR that is used to de ne FR is called areference setIn many
casesR can consist of a single object, which is typically called a
reference objector a vantage objecf10]. In that case, we denote the
embedding as~":

F'(x)= Dx(x;r) : (2.3)

If Dx obeys the triangle inequality, FR intuitively maps nearby
points in X to nearby points on the real lineR. In many casedDy may
violate the triangle inequality for some triples of object§an example
is the chamfer distance [2]), buF R may still map nearby points in X
to nearby points in R, at least most of the time [1]. On the other hand,
distant objects may also map to nearby points ( g. 1.1).

In order to make it less likely for distant objects to map to narby
points, we can de ne a multidimensional embedding : X ! RX, by
choosingk di erent reference setsRy; :::; Rg:

F(x) = (FR(x); 5 FRe(x)) - (1.4)

These embeddings are callddpschitz embedding§3, 10, 11]. Bourgain
embeddings [3, 10] are a special type of Lipschitz embedding-or a
nite space X containing jXj objects, we choosdlogjX jc? reference
sets. In particular, for eachi = 1;::;blogjXjc we chooseblogjX jc
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R? (original space) R (target space)

Figure 1.1 A set of ve 2D points (shown on the left), and an embedding
F' of those ve points into the real line (shown on the right), using r as
the reference object. The target of each 2D point on the lined labeled with
the same letter as the 2D point. The classi er F" (1.7) classi es correctly
46 out of the 60 triples we can form from these ve objects (assming
no object occurs twice in a triple). Examples of misclassi &l triples are:
(b;a;9;(c;b;d;(d; b;r). For example, b is closer to a than it is to ¢, but
F'(b) is closer toF"(c) than itis to F'(a).

reference sets, each with 2lements. The elements of each set are picked
randomly. Bourgain embeddings are optimal in some sense:ing a
measure of embedding quality calledlistortion, if Dy is a metric,
Bourgain embeddings achiev®(log(jX j)) distortion, and there exist
metric spacesX for which no embedding can achieve lower distortion
[10, 17]. However, we should emphasize thatlify is nonmetric, then
Bourgain embeddings can have distortion higher tha®(log(jXj)).

A weakness of Bourgain embeddings is that, in order to compat
the embedding of an object, we have to compute its distanc&s, to
almost all objects inX . This happens because some of the reference
sets contain at least half of the objects inX. In database applica-
tions, computing all those distances is exactly what we warb avoid.
SparseMap [11] is a heuristic simpli cation of Bourgain endxddings, in
which the embedding of an object can be computed by measuriogly
O(log?jX j) distances. The penalty for this heuristic is that SparseMa
no longer guarantee®©(log(jXj)) distortion for metric spaces.

Another way to speed up retrieval using a Bourgain embedding to
de ne this embedding using a relatively small random subset® X.
That is, we chooseblogjX c? reference sets, which are subsets of
X% Then, to embed any object ofX we only need to compute its
distances to all objects o ° We use this method to produce Bourgain
embeddings of di erent dimensions in the experiments we dg#be in
this chapter. We should note that, if we use this method, thepgimality
of the embedding only holds for objects iX ° and there is no guarantee
about the distortion attained for objects of the larger seX . We should
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Figure 1.2 Computing F**2(x), as dened in Equation 1.5: we con-
struct a triangle ABC so that the sides AB;AC;BC have lengths
Dx (X;x1); Dx (X;X2) and Dx (x1;X2) respectively. We draw from A a line
perpendicular to BC, and D is the intersection of that line with BC. The
length of the line segmentBD is equal to F*1*2(x).

also note that, in general, de ning an embedding using a snei set
X %can in principle also be applied to Isomap [22], LLE [18], aneven
MDS [31], so that it takes less time to embed new objects.

The theoretical optimality of Bourgain embeddings with repect to
distortion does not mean that Bourgain embeddings actuallputper-
form other methods in practice. Bourgain embeddings have aovst-
case bound on distortion, but that bound is very loose, and iactual
applications the quality of embeddings is often much betteboth for
Bourgain embeddings and for embeddings produced using atimeeth-
ods.

A simple and attractive alternative to Bourgain embeddingsis to
simply use Lipschitz embeddings in which all reference setse single-
ton, as in (1.3). In that case, if we have a d-dimensional emidéing, in
order to compute the embedding of a previously unseen objegé only
need to compute its distance tal reference objects.

1.3.2 FastMap and MetricMap

A family of simple, 1D embeddings is proposed in [8] and used a
building blocks for FastMap. The idea is to choose two objesk; X, 2
X, called pivot objects, and then, given an arbitraryx 2 X, de ne the
embeddingF *1*2 of x to be the projection of x onto the \line" x;x,.
As illustrated in g. 1.2, the projection can be de ned by treating the
distances betweerx, x;, and X, as specifying the sides of a triangle in
R2:

Dx (X;X1)? + Dx (X1;X2)?  Dx (X;X2)?

|:X1;X2 —
09 2D x (X1;X2)

(1.5)

If X is Euclidean, thenF***2 will map nearby points in X to nearby
points in R. In practice, even if X is non-Euclidean,F (xy; x,) often
still preserves some of the proximity structure oK .
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FastMap [8] uses multiple pairs of pivot objects to project anite set
X into R using only O(kn) evaluations of Dy . The rst pair of pivot
objects (x1;X,) is chosen using a heuristic that tends to pick points
that are far from each other. Then the rest of the distances beeen
objects inX are \updated,” so that they correspond to projections into
the \hyperplane" perpendicular to the \line" x;x,. Those projections
are computed again by treating distances between objects X as
Euclidean distances in somB™. After distances are updated, FastMap
is recursively applied again to choose a next pair of pivot gdcts and
apply another round of distance updates. Although FastMapreats X
as a Euclidean space, the resulting embeddings can be usefidn when
X is non-Euclidean, or even nonmetric. We have seen that in oown
experiments (Section 1.6).

MetricMap [26] is an extension of FastMap that mapsX into a
a pseudo-Euclidean space. The experiments in [26] reportathMet-
ricMap tends to do better than FastMap whenX is non-Euclidean.
So far we have no conclusive experimental comparisons betweMet-
ricMap and our method, partly because some details of the M&Map
algorithm have not been fully specied (as pointed out in [1]), and
therefore we could not be sure how close our MetricMap implemta-
tion was to the implementation evaluated in [26].

1.3.3 Embedding Application: Filter-and-re ne Retrieval

In applications where we are interested in retrieving th&-NN for a
query objectq, a d-dimensional Euclidean embedding can be used
in a lter-and-re ne framework [10], as follows:

{ Oine preprocessing step: compute and store vectoF (x) for every
database objectx.

{ Embedding step: given a query objecig, compute F (q). Typically

this involves computing distancedDy betweeng and a small number
of objects ofX.

{ Filter step: nd the database objects whose vectors are the most
similar vectors to F (). This step involves measuring distances iRY.

{ Re ne step: sort those p candidates by evaluating the exact distance
Dx betweenqg and each candidate.

The assumption is that distance measurd®y is computationally
expensive and evaluating distances in Euclidean space iscahuaster.
The Iter step discards most database objects by comparingug€lidean
vectors. The re ne step applieDyx only to the top p candidates. This
is much more e cient than brute-force retrieval, in which wecompute
Dx betweenq and the entire database.
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To optimize lter-and-re ne retrieval, we have to choosep, and often
we also need to choos# which is the dimensionality of the embedding.
As p increases, we are more likely to get the tru&-NN in the top
p candidates found at the Iter step, but we also need to evalua
more distancesDy at the re ne step. Overall, we trade accuracy for
e ciency. Similarly, as d increases, computingF (q) becomes more
expensive (because we need to measure distances to more atbjef
X), and measuring distances between vectors Rf' also becomes more
expensive. At the same time, we may get more accurate resduitsthe
lter step, and we may be able to decreasp. The best choice op and
d will depend on domain-speci ¢ parameters liké, the time it takes to
compute the distanceDy , the time it takes to compare d-dimensional
vectors, and the desired retrieval accuracy (i.e., how ofteve are willing
to miss some of the truek-NN).

1.4 Associating Embeddings with Classi ers

In this section we de ne a quantitative measure of embeddinguality,
that is directly related to how well an embedding preservese similar-
ity structure of the original space. The BoostMap learning lgorithm
will then be shown to directly optimize this quantitative measure.

As previously, X is a set of objects, andDy (X1;X,) is a distance
measure between objects;; X, 2 X . Let (q; X; X2) be a triple of objects
in X. We de ne the proximity order Py (Q; X;; X2) to be a function that
outputs whether q is closer tox; or to X,:

8
2 1 ifDx(g;%) <D x(d;%)
Px (0; X1; X2) = > 0 if Dx (q;X1) = Dx (q;%) : (1.6)

1 if Dy (q;%) > D x (qQ; %)

If F maps spaceX into RY (with associated distance measurBgq),
then F can be used to de ne goroximity classi er F that estimates,
for any triple (q; X; X2), whether g is closer tox; or to X, simply by
checking whetherF (q) is closer toF (x1) or to F(x»):

F(d; X1;X2) = Dra(F(0); F(X2)) Dgra(F(0);F(X1)) : (1.7)

If we de ne sign(x) to be 1 forx > 0, 0 forx =0, and 1 forx < O,
then sign(F(q; X; X2)) is an estimate ofPy (q; X¢; X2).

We de ne the classi cation error G(F; g; X;; X2) of applying F on a
particular triple (q; X; X2) as

JPx (0; X1;X2)  sign(F(q; X1; X2)) ] :

G(F;q; x1; X2) = >

(1.8)
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Finally, the overall classi cation error G(F) is de ned to be the ex-
pected value ofG(F; q; x1; X»), over X 3, i.e., the set of triples of objects

of X . If X contains a nite number of objects, we get
P

G(F) = @xaxp2xs C(F; diXaiXa)

iXj3

Using the de nitions in this section, our problem de nition is very
simple: we want to construct an embeddingo, : X ! RYin a way
that minimizes G(Fyy). If an embeddingF has error rate G(F) = 0,
then F perfectly preserves nearest-neighbor structure, meanitttat for
any Xi;X, 2 X, and any integerk > 0, x; is the kth NN of x, in X if
and only if F(x;) is the kth NN of F (x;) in the set F (X ). Overall, the
lower the error rate G(F) is, the better the embeddingF is in terms
of preserving the similarity structure ofX .

We address the problem of minimizings(F,y) as a problem of com-
bining classi ers. As building blocks we use a family of sini@, 1D em-
beddings. Then, we apply AdaBoost to combine many 1D embeddjs
into a high-dimensional embeddind-,,; with a low error rate.

(1.9)

1.5 Constructing Embeddings via AdaBoost

The 1D embeddings that we use as building blocks in our algtinm are
of two types: embeddings of typ& " as de ned in (1.3), and embeddings
of type F***2 as de ned in (1.5). Each 1D embeddindg- corresponds
to a binary classi er F. These classi ers estimate, for triplesd; x; X»)
of objects inX, if qis closer tox; or x,. If F is a 1D embedding, we
expectF to behave as aveak classi er[20], meaning that it will have
a high error rate, but it should still do better than a random dassi er.
We want to combine many 1D embeddings into a multidimensioha
embedding that behaves as atrong classi er, i.e., that has relatively
high accuracy. To choose which 1D embeddings to use, and how t
combine them, we use the AdaBoost framework [20].

1.5.1 Overview of the Training Algorithm

The training algorithm for BoostMap is an adaptation of AdaBost
to the problem of embedding construction. The inputs to thergining
algorithm are the following:

{ Atraining set T = ((ai;a;by);::55(q; a; kb)) of t triples of objects
from X.
{ A set of labelsY = (y;::5;yt), wherey; 2 f 1;1g is the class label

of (4;a;;h). If Dx(g;a) <Dx(g;h), theny, =1, elsey; = 1. The
training set includes no triples wherey is equally far froma; and ly.
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{ Aset C X of candidate objects. Elements o€ can be used to
de ne 1D embeddings.

{ A matrix of distances from eachc 2 C to eachq; a;, and b included
in one of the training triples in T.

The training algorithm combines man)ﬁ,classi ersF; associated with
1D embeddingsF;, into a classier H = jdzl i Fj. The classi ers F;
and weights ; are chosen so as to minimize the classi cation error of
H. Once we get the classi eH, its componentsF; are used to de ne
a high-dimensional embedding = ( Fy; :::; Fy), and the weights ; are
used to de ne a weightedL ; distance, that we will denote asDgq4, On
RY. We are then ready to usé= and D« to embed objects intoR? and
compute approximate similarity rankings.

Training is done in a sequence of rounds. At each round, thegakithm
either modi es the weight of an already chosen classi er, oselects a
new classi er. Before we describe the algorithm in detail,dre is an
intuitive, high-level description of what takes place at eeh round:

1. Go through the classi ersF; that have already been chosen, and try
to identify a weight ; that, if modi ed, decreases the training error.
If such an ; is found, modify it accordingly.

2. If no weights were modi ed, consider a set of classi ers &t have
not been chosen yet. Identify, among those classi ers, thdassi er F
which is the best at correcting the mistakes of the classi srthat have
already been chosen.

3. Add that classi er F to the set of chosen classi ers, and compute
its weight. The weight that is chosen is the one that maximize the
corrective e ect of F on the output of the previously chosen classi ers.

Intuitively, weak classi ers are chosen and weighted so thahey
complement each other. Even when individual classiers arbighly
inaccurate, the combined classi er can have very high acaoy, as
evidenced in several applications of AdaBoost (e.g., in [24

Trying to modify the weight of an already chosen classi er ere
adding in a new classier is a heuristic that reduces the nundy
of classiers that we need to achieve a given classi cationcauracy.
Since each classi er corresponds to a dimension in the embdedy,
this heuristic leads to lower-dimensional embeddings, wih reduce
database storage requirements and retrieval time.

1.5.2 The Training Algorithm in Detall

This subsection, together with the original AdaBoost refance [20],
provides enough information to allow implementation of BastMap,
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and it can be skipped if the reader is more interested in a higbvel
description of our method.

The training algorithm performs a sequence of training rouss. At the
jth round, it maintains a wgight w;; for each of thet triples (g;a;;h)
of the training set, so that it:1 w;; = 1. For the rst round, each w;;
is set to <.

At the jth round, we try to modify the weight of an already chon
classi er or add a new classier, in a way that improves the arall
training error. A key measure that is used to evaluate the e@ of
choosing classi erF with weight is the function Z;:

Xt
Zi(F; )= (wi exp( yiF(g;a;h)) : (1.10)

i=1

The full details of the signi cance ofZ; can be found in [20]. Here it
su ces to say that Z;(F; ) is a measure of the benet we obtain by
adding F with weight  to the list of chosen classiers. The benet
increases a¥; (F; ) decreases. I1Z;(F; ) > 1, then adding F" with
weight is actually expected to increase the classi cation error.

A frequent operation during training is identifying the par (F; )
that minimizes Z; (F; ). For that operation we use the shorthand min,
de ned as follows:

Zmin(B:]) = argmin . 1,5 rZj(F; ): (1.11)

In (1.11), B is a set of classi ers.
At training round j, the training algorithm goes through the following
steps:

1. Let B; be the set of classi ers chosen so far. Sét{ ) = Znin(Bj;]).
If Z;(F; ) < :9999 then modify the current weight ofF, by adding
to it, and proceed to the next round. We use .9999 as a threskol
instead of 1, to avoid minor modi cations with insigni cant numerical
impact.
2. Construct a set of 1D embedding&;, = fF" jr 2 Cg whereF' is
de ned in (1.3), and C is the set of candidate objects that is one of the
inputs to the training algorithm (see subsection 1.5.1).

3. For a xed number m, choose randomly a se€C; of m pairs of ele-
ments ofC, and construct a set of embeddingBj, = fF***2 j (Xq1;X2) 2
Cjg, whereF***2 is as de ned in (1.5).

4. Dene Fj = Fj1[ Fj2. WesetF; = fFjF 2 Fo.

5. Set (r:; ) = Zmin(I:j ;j )

6. Add F to the set of chosen classi ers, with weight .
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7. Set training weightsw;; .; as follows:

w;; exp( Y iF(g;aish)) .

W...+ =
i Z,(F; )

(1.12)

Intuitively, the more F(q;a;h) disagrees with class labey;, the
more w;; +1 increases with respect tow;; . This way triples that get
misclassi ed by many of the already chosen classi ers willacry a lot
of weight and will in uence the choice of classi ers in the ne rounds.

The algorithm can terminate when we have chosen a desired noen
of classi ers, or when, at a given round j, no combination of and
makesZ; (F; )< 1.

1.5.3 Training Output: Embedding and Distance

The output of the training stage is a classierH = i le i Fj, where
each Fj is associated with a 1D embeddindr;. The nal output of
BoostMap is an embedding=,: : X ! RY and a weighted Manhattan
(L,) distanceDga : RY RY! R:

Fout (X) = (F1(X); 1 Fa(X)) (1.13)

xd
Dra((uyg; i ug); (Ve i vg)) = (v Vi) (1.14)
j=1
It is important to note (and easy to check) that the way we de re
Fout and D e, if we apply (1.7) to obtain a classi erFyy; from Fqy, then
Fout = H, i.e., Foy is equal to the output of AdaBoost. This means
that the output of AdaBoost, which is a classi er, is mathemécally
equivalent to the embeddingF.: given a triple (q;a; b, both the
embedding and the classi er give the exact same answer as tbether
g is closer toa or to b. If AdaBoost has been successful in learning
a good classi er, the embeddindg-,,: inherits the properties of that
classi er, with respect to preserving the proximity order étriples.
Also, we should note that this equivalence between classi eind
embedding relies on the way we de n®gq. For example, ifDgs Were
de ned without using weights |, or if Dr« were de ned as arlL, metric,
the equivalence would not hold.

1.5.4 Complexity

If C is the set of candidate objects, anah is the number of database
objects, we need to computgCjn distancesDy to learn the embedding
and compute the embeddings of all database objects. At eadtaining
round, we evaluate classi ers de ned usingCj reference objects and
m pivot pairs. Therefore, the computational time per trainirg round
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Figure 1.3 Top: 14 of the 26 hand shapes used to generate the hand
database. Middle: four of the 4128 3D orientations of a handisape. Bottom:
for two test images we see, from left to right: the original hand image, the
extracted edge image that was used as a query, and a correct nch (noise-
free computer-generated edge image) retrieved from the dabase.

is O((JCj + m)t), wheret is the number of training triples. In our
experiments we always setn = jCj.

Computing the d-dimensional embedding of a query object tak
O(d) time and requires O(d) evaluations of Dy . Overall, query pro-
cessing time is not worse than that of FastMap [8], SparseMdp1],
and MetricMap [26].

1.6 Experiments

We used two data sets to compare BoostMap to FastMap [8] and
Bourgain embeddings [3, 11]: a database of hand images, amdASL
(American Sign Language) database, containing video seaqges of
ASL signs. In both data sets the test queries were not part ohé
database, and not used in the training.

The hand database contains 107,328 hand images, generatsihg
computer graphics. Twenty-six hand shapes were used to geate those
images. Each shape was rendered under 4128 di erent 3D ote#ions
(9. 1.3). As queries we used 703 real images of hands. Giveguery, we
consider a database image to be correct if it shows the samentdahape
as the query, in a 3D orientation within 30 degrees of the 3D ientation
of the query [1]. The queries were manually annotated with #ir shape
and 3D orientation. For each query there are about 25 to 35 agect
matches among the 107,328 database images. Similarity beem hand
images is evaluated using the symmetric chamfer distancq,[dpplied
to edge images. Evaluating the exact chamfer distance be®vea query
and the entire database takes about 260 seconds.

The ASL database contains 880 gray-scale video sequenceach=
video sequence depicts a sign, as signed by one of three reathSL
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Figure 1.4 Four sample frames from the video sequences in the ASL
database.

signers (g. 1.4). As queries we used 180 video sequences 8L Aigns,
signed by a single signer who was not included in the databas&ven
a query, we consider a database sequence to be a correct maich
it is labeled with the same sign as the query. For each quenhdre
are exactly 20 correct matches in the database. Similarity diween
video sequences is measured as follows: rst, we use the knty
measure proposed in [6], which is based on optical ow, as a asere of
similarity between single frames. Then, we use dynamic timearping
[5] to compute the optimal time alignment and the overall mathing
cost between the two sequences. Evaluating the exact distanbetween
the query and the entire database takes about 6 minutes.

In all experiments, the training set for BoostMap was 200,@0riples.
For the hand database, the size ofC (subsection 1.5.2) was 1000
elements, and the elements of were chosen randomly at each step
from among 3282 objects, i.eC was di erent at each training round
(a slight deviation from the description in section 1.5), tospeed up
training time. For the ASL database, the size ofC was 587 elements.
The objects used to de ne FastMap and Bourgain embeddings e
also chosen from the same 3282 and 587 objects respectivlgo, in
all experiments, we setn = jCj, wherem is the number of embeddings
based on pivot pairs that we consider at each training round.earning
a 256D BoostMap embedding of the hand database took about 2yda
using a 1.2 GHz Athlon processor.

To evaluate the accuracy of the approximate similarity ranikg for
a query, we used two measures: exact nearest-neighbor rartkiN\N
rank) and highest ranking correct match rank (HRCM rank). The ENN
rank is computed as follows: leb be the database object that is the
nearest neighbor to the queryg under the exact distanceDy . Then,
the ENN rank for that query in a given embedding is the rank obin
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Figure 1.5  Median rank of ENN, vs. number of dimensions, in approximate
similarity rankings obtained using three di erent methods, for 703 queries
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Figure 1.6  Median rank of HRCM, vs. number of dimensions, in approx-
imate similarity rankings obtained using three di erent me thods, for 703
queries to the hand database. For comparison, the median HR® rank for

the exact distance was 21.

the similarity ranking that we get using the embedding. The RCM
rank for a query in an embedding is the best rank among all cact
matches for that query, based on the similarity ranking we geavith that

embedding. In a perfect recognition system, the HRCM rank wid be
1 for all queries. Figs. 1.5, 1.6, 1.7, and 1.8 show the mediaNN ranks
and median HRCM ranks for each data set, for di erent dimensins of
BoostMap, FastMap and Bourgain embeddings. For the hand dabase,
BoostMap gives signi cantly better results than the other tvo methods,
for 16 or more dimensions. In the ASL database, BoostMap doeisher
as well as FastMap or better than FastMap, in all dimensiondn both

data sets, Bourgain embeddings overall do worse than Boostpl and
FastMap.

With respect to Bourgain embeddings, we should mention thahey
are not quite appropriate for online queries, because theyequire
evaluating too many distances in order to produce the embeuhdj of a
guery. SparseMap [11] was formulated as a heuristic approxation of
Bourgain embeddings that is appropriate for online querietVe have
not implemented SparseMap but, based on its formulation, itvould
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imate similarity rankings obtained using three di erent me thods, for 180
gueries to the ASL database. For comparison, the median HRCMank for
the exact distance was 3.

be a surprising result if SparseMap achieved higher accuyathan
Bourgain embeddings.

1.6.1 Filter-and-re ne Experiments

As described in subsection 1.3.3, we can use an embedding ¢éofprm
Iter-and-re ne retrieval of nearest neighbors. The useflness of an
embedding in lter-and-re ne retrieval depends on two quetsons: how
often we successfully identify the nearest neighbors of aeqy, and how
much the overall retrieval time is.

For both BoostMap and FastMap, we found the optimal combinabn
of d (dimensionality of the embedding) and (the number of candidate
matches retained after the lIter step) that would allow 1-NNretrieval
to be correct 95% or 100% of the time, while minimizing retrial time.
Table 1.1 shows the optimal values g and d, and the associated com-
putational savings over standard nearest-neighbor retwal, in which
we evaluate the exact distance between the query and each alaase
object. In both data sets, the bulk of retrieval time is spentomputing
exact distances in the original space. The time spent in compng dis-
tances in the Euclidean space is negligible, even for a 256mbedding.
For the hand database, BoostMap leads to signi cantly fasteretrieval,
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Table 1.1  Comparison of BoostMap, FastMap, and using brute-force se&h,
for the purpose of retrieving the exact nearest neighbors stcessfully for 95%
or 100% of the queries, using Iter-and-re ne retrieval. The letter d is the
dimensionality of the embedding. The letter p stands for the number of top
matches that we keep from the lter step (i.e., using the embeldings). D
# per query is the total number of Dy computations needed per query, in
order to embed the query and rank the top p candidates. The exactDyx
column shows the results for brute-force search, in which welo not use a
Iter step, and we simply evaluate Dy distances between the query and all
database images.

ENN retrieval accuracy and e ciency for hand database

Method BoostMap FastMap Exact Dy
ENN-accuracy 95% | 100% | 95% | 100% | 100%
Best d 256 | 256 | 13 10 N/A

Best p 406 | 3850 | 3838 | 17498 | N/A

Dx # per query 823 | 4267 | 3864 | 17518| 107328
seconds per query] 2.3 | 10.6 | 9.4 | 424 | 260

ENN retrieval accuracy and e ciency for ASL database

Method BoostMap FastMap Exact Dx
ENN-accuracy 95% | 100% | 95% | 100% | 100%
Best d 64 | 64 64 | 32 N/A

Best p 129 | 255 | 141 | 334 | N/A

Dx # per query 249 | 375 269 | 398 880
seconds per query] 103 | 155 111 | 164 363

because we need to compute far fewer exact distances in thaeestep,
while achieving the same error rate as FastMap.

1.7 Discussion and Future Work

With respect to existing embedding methods, the main advaage of
BoostMap is that it is formulated as a classi er-combinatio problem
that can take advantage of powerful machine learning techmiies to as-
semble a high-accuracy embedding from many simple, 1D emudadys.
The main disadvantage of our method, at least in the currentmple-
mentation, is the running time of the training algorithm. However, in
many applications, trading training time for embedding acgracy would
be a desirable tradeo . At the same time, we are interested iexploring
ways to improve training time.
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A possible extension of BoostMap is to use it to approximateat the
actual distance between objects, but a hidden state spacestdince. For
example, in our hand image data set, what we are really intested in
is not retrieving images that are similar with respect to thechamfer
distance, but images that actually have the same hand pose.e/¢an
modify the training labelsY provided to the training algorithm, so that
instead of describing proximity with respect to the chamfedistance,
they describe proximity with respect to actual hand pose. Té result-
ing similarity rankings may be worse approximations of thehamfer
distance rankings, but they may be better approximations ofhe ac-
tual pose-based rankings. A similar idea is described in Qbtar ??,
although in the context of a di erent approximate nearest-eighbor
framework.
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