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ABSTRACT
One widely-used solution to expedite similarity search of multi-
media data is to construct hash functions to map the data into a
Hamming space where linear search is known to be fast and often
sublinear solutions perform well. In this paper, we propose a Boost-
ing based formulation for supervised learning of the hash functions
that is based on Error Correcting Codes. This approach allows us
to apply established theoretical results for Boosting in our analy-
sis of our hashing solution. Specifically, we show that the training
accuracy in Boosting can be considered as a lower bound on the
(empirical) Mean Average Precision (mAP) score. In experiments
with three image retrieval benchmarks, the proposed formulation
yields significant improvement in mAP over state-of-the-art super-
vised hashing methods, while using fewer bits in the hash codes.

Categories and Subject Descriptors
H.3.3 [Information Search and Retrieval]: Retrieval models
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1. INTRODUCTION
Vast amounts of multimedia data are increasingly available on

the Internet; photo collection websites, such as Flickr, are reported
to contain billions of images [1], while Internet users upload 100
hours of videos to social platforms such as YouTube per minute
[13]. This explosive growth brings new challenges to researchers,
particularly in storing and supporting efficient and accurate responses
to users’ queries of these immense data repositories. In this work,
we focus on the nearest neighbor retrieval problem, where a ranked
set of semantically-similar items are to be efficiently and accurately
retrieved to match the user’s query to a large image database.

One widely-used solution to expedite similarity search is to con-
struct hash functions to map the data into a Hamming space where
linear search is known to be fast and often sublinear solutions per-
form well. Early work leveraged Locality Sensitive Hashing (LSH)
[2], which ensures the retrieval of the nearest neighbor(s) to be
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within a scale of the true neighbor in sublinear time. Supervised
and unsupervised solutions have also been proposed for mapping
data instances to binary codes such that semantic or metric-wise
similar neighbors have similar codes [10, 12, 4, 11, 7, 6]. With
the ability to leverage label information, supervised solutions have
shown to outperform unsupervised methods when the task is to re-
trieve semantically similar neighbors [11, 6, 5].

An ideal hashing method should achieve high retrieval perfor-
mance in sublinear time with a low memory footprint. We demon-
strate that when the goal is to retrieve semantically similar neigh-
bors, a Boosting formulation that is based on Error Correcting Codes
(ECCs) [9] outperforms state-of-the-art techniques while satisfying
these properties. In addition, this approach allows us to apply estab-
lished theoretical results for Boosting in our analysis of our hashing
solution. Specifically, we show that the training accuracy in Boost-
ing can be considered as a lower bound on the (empirical) Mean
Average Precision (mAP) score. Moreover, the proposed Boosting
approach has no out-of-sample extension problems, unlike some
competing methods, e.g., [12].

Earlier work considered the use of ECCs [14], where the hash
functions are learned by ridge regression analysis between the in-
puts (classes) and the ECCs. This approach requires a user-defined
preference for the ECCs, which is usually hard to predetermine. In
contrast, our Boosting approach allows us to adaptively generate
these ECCs while also leveraging the theoretical guarantees of the
Boosting algorithm in attaining direct optimization for the expected
mean Average Precision (mAP) retrieval performance.

In experiments with three benchmark image datasets, the pro-
posed approach attains improved mAP vs state-of-the-art super-
vised hashing techniques.

2. METHODOLOGY
Given a set of data points with label information, the problem

is to assign each instance a binary hash code such that semanti-
cally similar points are mapped to nearby codes. As already noted
above, such codes can enable rapid nearest neighbor search, which
is crucial in many multimedia retrieval problems such as image an-
notation [3], label-based image retrieval [11], etc.

Formally, let H denote the B−dimensional Hamming space.
Given a set of instances with label information,D = {(xi, yi)i=1,..,N

|xi ∈ X , yi ∈ Y} where X and Y denote the feature and label
space1, respectively, the goal of hashing is to find a mapping (or
hashing) f : X → H such that a particular proximity between the
set of inputs is preserved in the Hamming space.

We will consider the Adaboost.OC algorithm [9] which will pro-
vide us with two distinct mappings. This method is a well known

1We will assume Y = {1, ..., C}.



Figure 1: An example ECC matrix. Each column describes the
bipartitioning of the data and and each row, dubbed as class keys,
denotes the target outputs of a particular class in such partitions. A
binary classifier for each column is learned.

meta-classifier that can be used in conjunction with many learning
algorithms with different loss functions.

The algorithm involves training a set of binary classifiers Φ(x) =
{φ1(x), ..., φB(x)} on randomly bipartitioned data. This partition-
ing information is embedded in an ‘ECC’ matrix Λ ∈ {0, 1}C×B

where each column describes the bipartitioning and each row de-
notes the target outputs of a particular class in such partitions. The
number of rows is equal to the number of classes, thus a unique
binary code, dubbed as class key, is assigned for each class. Let us
denote these class keys (rows of matrix Λ) as ϕ1, ...,ϕC . Fig. 1
illustrates an example of a coding matrix.

We will assign two separate binary codes for a point x. The first
is obtained from mapping Φ, i.e., it is the vector formed by the
outputs of the binary classifiers, Φ(x) = [φ1(x), ..., φB(x)]. The
second binary code is obtained by comparing Φ(x) with each class
key and taking the ‘closest’ one. This corresponds to a minimum
distance decoding scheme, which is robust to hash function errors
in mapping queries during retrieval. Formally, it is ϕi∗ where i∗ =
arg min

i∈{1,...,C}
Dh (ϕi,Φ (x)) and Dh is the Hamming distance.

Notice that there are only C distinct codes of this type (C hash
bins), consequently many instances will be hashed to the same
code. On the other hand, the cardinality of the range of mapping
Φ is 2B , thus it does not necessarily assign the same binary code
to instances with the same label, but it does assign them to nearby
codes (cf. Fig. 2). From now on, we simply use f(x)Φ and f(x)ψ
to denote the two binary codes of x.

Given a query (xq, yq), we would like to retrieve all instances,
preferably having the same class data points ranked as highest. No-
tice that we can do retrieval based on the two different sets of binary
codes of the data. Retrieval based on f(·)ψ has O(1) complexity
since comparing class keys with f(xq)ψ is enough to rank all data
points. Also, the space complexity of the codes areO(1) but we do
need a data structure that maps instances to these codes. We refer
to this as class key based retrieval.

Alternatively, we can do retrieval by considering f(·)Φ. We con-
sider a linear scan of the data, which has O(N) complexity. The
space complexity is also O(N) but the binary codes can be stored
in a far more compact manner. We refer to this as instance based
retrieval. Fig. 2 illustrates these two different mappings.

Weiss et al. [12] pose two important properties for a “good”
code: (1) the code corresponding to a novel input should be eas-
ily computed and (2) compact codes should be adequate enough to
represent the data. Adaboost.OC already satisfies the first property
as it does not have out-of-sample problems since the binary clas-

sifiers are defined on the entire domain of the feature space. The
compactness of a code usually depends on the ability to produce
uncorrelated and balanced mappings. Boosting handles the corre-
lation problem by altering the probability distribution weights of
the instances in each round. This allows the algorithm to focus
on the “harder” to classify instances in subsequent iterations. This
may not result in balanced mappings but, as demonstrated in the
experiments, our method outperforms other techniques that explic-
ity constrain the mappings to be balanced. For Boosting, in early
iterations, the mappings are more balanced owing to the fact the
the distribution is more uniform; however, in subsequent iterations,
hash functions are generated that are focused on instances that pre-
viously were incorrectly mapped.

In addition to these properties we provide an analysis for the
retrieval performance as the code length increases for this boosting
approach. Although this analysis is only based on a class key based
retrieval scheme it is important since for example, it ensures the
performance increase in a retrieval application with lengthier codes.
First let us give Claim 1 which connects the retrieval performance
to the accuracy of the Adaboost.OC algorithm.

CLAIM 1. 1 − ε ≤ mAP where ε = EDJyi 6= H(xi)K is
the empirical error of Adaboost.OC with H being its associated
strong classifier having identical weak learner weights and mAP =
EDJaP(xi)K is the empirical mean of average precision values (aP)
2.

PROOF. Note that 1 − ε = EDJyi = H(xi)K. If yi = H(xi)
then Jyi = H(xi)K = 1 and aP(xi) = 1. If yi 6= H(xi) then Jyi =
H(xi)K = 0 and 0 < aP(xi) < 1. Thus EDJyi = H(xi)K ≤
EDJaP (xi)K.

Simple as it is, Claim 1 is important as we immediately observe
that as the training error approaches zero, a property that Adaboost
satisfies, the empirical mAP value approaches to 1. Thus, the Ad-
aboost.OC algorithm allows us to consider the mAP score indi-
rectly as our objective function to be maximized while also en-
suring that as the code length increases the retrieval performance
improves. We formally state this in the following corollary.

COROLLARY 1. As B → ∞ the empirical mAP score of the
class key based retrieval scheme approaches to 1.

PROOF. Immediate from Theorem 1 [9] and Claim 1.

3. EXPERIMENTS
We have evaluated our approach on three datasets. We employ

three different learning algorithms; decision stumps (Stump), deci-
sion trees (Tree) and linear SVMs (LSVM), and show performance
results for both class key and instance based retrieval (suffixed
with -b and -s, respectively). We compare our approach against
six state-of-the-art supervised hashing methods; STH [15], SPLH
[11], BRE [4], MLH [7], SHK [6] and TSH-KSH [5]. These meth-
ods have shown to outperform earlier supervised and unsupervised
techniques such as [10, 8, 12].

For evaluation, the mean average precision (mAP) scores are
computed at varying bit lengths. In all these settings a true neigh-
bor of an instance is one that has the same label with it. For all
cases we follow a similar protocol as in [11, 6, 15] to construct our
training and test set.
2D is the uniform distribution.



(a) (b) (c) (d)

Figure 2: A toy example in R2. (a) shows three classes (red, green, blue) generated from three different Gaussian distributions. Associated
with each class is a class key. Each point is assigned two binary codes; one is generated from mapping Φ (f(·)Φ) and the second is the
corresponding ‘closest’ class key to Φ (f(·)ψ). As shown, for each class key there is a region in the feature space that is closer to that class
key than to any other. (b) further partitions each such region according to the distance between the two mappings. (c) Given a query, class
based retrieval considers f(x)ψ , thus it has a Hamming distance 0 with all other points in the green region. Consequently it will return these
points first. (d) Instance based retrieval considers binary codes obtained from f(x)Φ.

Figure 3: Sample images from MNIST digits, CIFAR-10 and
SUN397 datasets.

We use the MATLAB implementations of the aforementioned
learning techniques. The experiments were conducted on a work-
station with Intel Xeon CPU @ 2.67 GHz and 12 GB of RAM.

3.1 Datasets
The MNIST benchmark contains 70K digit samples where each

sample is associated with a label from 0 to 9. The dataset is parti-
tioned into two parts; a training and a test set having 69K and 1K
samples, respectively. We additionally sample 2K instances from
the training set to learn the hash functions. The rest of the training
data is used to populate the hash table.

The CIFAR-10 benchmark contains 60K samples from 10 differ-
ent categories. We partition this dataset into a training set with 59K
samples and a test set with 1K samples. 2K instances are sampled
from the training set to learn the hash functions, and the remaining
training data is used to populate the hash table.

The SUN397 dataset contains roughly 40K samples from 397
categories. We sample 30 instances from each class to construct our
test set. The rest constitutes the training set, where again a subset
is sampled (20 instances per class) to learn the hash functions, and
the remaining training data is used to populate the hash table.

3.2 Results
Table 1 shows the results for the MNIST digits benchmark. Tree-

b and TSH-KSH achieves the highest accuracy with a significant

improvement over other state-of-the-art techniques. Note also the
rapid increase in performance for certain learning algorithms as the
number of bits increases, e.g. Stump-b and Tree-s. TSH yields su-
perior performance when shorter codes are used; this may be due to
the easiness of the MNIST dataset and the fact that TSH is formu-
lated to give ‘good’ codes with fewer bits. However, as discussed
shortly, in relatively more difficult benchmarks our method outper-
forms TSH even when such short codes are used.

Table 2 displays the running times to learn the hash functions
for the MNIST benchmark. We observe that using decision stumps
as the weak learner results in the fastest training times, excluding
STHs. Note that it is considerably slower to learn the hashing pa-
rameters for certain methods with lengthier codes, e.g. SPLH.

Table 3 shows the results for the CIFAR-10 benchmark. In this
dataset, LSVM-b shows nearly a two-fold improvement in mAP vs
the best performing state-of-the-art technique TSH-KSH for all bit
lengths. Also, the 12 bit LSVM-b outperforms all competing meth-
ods with 512 bits. Note that, while state-of-the-art methods have a
slight increase in performance with lengthier bit codes; LSVM-b,
Tree-b and Stump-b have a much more rapid increase.

Table 4 shows the results for SUN397 dataset. Due to the large
number of categories the retrieval performance is lower when com-
pared to previous benchmarks, especially with fewer bits. We again
observe that the 12 bit LSVM-b significantly outperforms all com-
peting methods with 512 bits. For instance-based retrieval, our
method with decision stumps shows superior performance, attain-
ing a 0.0123 mAP score at 512 bits. More importantly, the perfor-
mance increases substantially for LSVM-b, Tree-b and Stump-b, as
opposed to modest increases for competing techniques.

Overall, our proposed formulation provides a significant advan-
tage in terms of both space and time complexity (higher or equiv-
alent accuracy, with fewer bits). This could prove to be a crucial
advantage over past supervised hashing methods, particularly when
indexing larger and larger datasets.

Finally, in comparing our class key vs. instance based retrieval
formulations, we observe that the former yields superior perfor-
mance. This is expected as the minimum distance decoding scheme
can compensate for a portion of hash function errors in the retrieval
stage. Nevertheless, both retrieval schemes can also be used in con-
juction. For instance, once a query is hashed to one of the C bins
according to f(·)ψ , the binary codes f(·)Φ can be used to rank the
instances within that bin. Given the query in Fig. 2 (c) , this corre-
sponds to ranking the points in the green region that normally have



Table 1: Mean Average Precision for the MNIST digits.

Method Mean Average Precision (Random = 0.1)
12 bits 48 bits 64 bits 128 bits 256 bits 512 bits

STHs [15] 0.399 0.382 0.397 0.431 0.448 0.458
SPLH [11] 0.135 0.184 0.185 0.202 0.344 0.374

BRE [4] 0.409 0.585 0.63 0.682 0.691 0.686
MLH [7] 0.302 0.442 0.495 0.538 0.562 0.571
SHK [6] 0.772 0.849 0.855 0.855 0.852 0.877

TSH-KSH [5] 0.89 0.91 0.922 0.928 0.933 0.933
Stump-s 0.292 0.406 0.449 0.462 0.484 0.491

Tree-s 0.538 0.671 0.80 0.84 0.859 0.887
LSVM-s 0.628 0.676 0.725 0.739 0.771 0.759
Stump-b 0.529 0.645 0.71 0.765 0.795 0.826

Tree-b 0.799 0.876 0.915 0.947 0.94 0.943
LSVM-b 0.807 0.843 0.857 0.875 0.874 0.887

Table 2: Runtime results in seconds for MNIST digist dataset.

Method MNIST
12 bits 512 bits

STHs [15] 0.6 24.2
SPLH [11] 99 7480.3

BRE [4] 58 1625.2
MLH [7] 63 3977.7
SHK [6] 132 3136.7

TSH-KSH [5] 59.2 2607.6
Stump 41.2 1643.2

Tree 80 4535.2
LSVM 78.5 5111.4

Table 3: Mean Average Precision for the CIFAR-10.

Method Mean Average Precision (Random = 0.1)
12 bits 48 bits 64 bits 128 bits 256 bits 512 bits

STHs [15] 0.178 0.164 0.164 0.17 0.181 0.187
SPLH [11] 0.122 0.152 0.162 0.193 0.21 0.224

BRE [4] 0.159 0.186 0.195 0.206 0.21 0.217
MLH [7] 0.15 0.179 0.182 0.19 0.194 0.197
SHK [6] 0.25 0.312 0.312 0.338 0.326 0.33

TSH-KSH [5] 0.30 0.355 0.358 0.375 0.385 0.389
Stump-s 0.145 0.159 0.168 0.178 0.189 0.187

Tree-s 0.121 0.15 0.162 0.19 0.221 0.237
LSVM-s 0.225 0.271 0.275 0.294 0.293 0.292
Stump-b 0.336 0.404 0.425 0.473 0.51 0.543

Tree-b 0.335 0.457 0.458 0.521 0.575 0.578
LSVM-b 0.49 0.581 0.59 0.604 0.605 0.642

Table 4: Mean Average Precision for the SUN397.

Method Mean Average Precision (×10−1, Random = 0.025)
12 bits 48 bits 64 bits 128 bits 256 bits 512 bits

STHs [15] 0.049 0.079 0.087 0.115 0.144 0.157
SPLH [11] 0.058 0.053 0.052 0.05 0.055 0.063

BRE [4] 0.058 0.076 0.087 0.095 0.11 0.119
MLH [7] 0.056 0.057 0.057 0.058 0.063 0.082
SHK [6] 0.085 0.087 0.091 0.094 0.098 0.120

TSH-KSH [5] 0.032 0.037 0.040 0.049 0.060 0.071
Stump-s 0.051 0.071 0.083 0.095 0.11 0.123

Tree-s 0.031 0.032 0.033 0.035 0.04 0.049
LSVM-s 0.068 0.09 0.09 0.095 0.101 0.107
Stump-b 0.107 0.134 0.137 0.146 0.189 0.222

Tree-b 0.105 0.115 0.133 0.153 0.194 0.286
LSVM-b 0.12 0.178 0.209 0.224 0.317 0.422

a zero Hamming distance with the query based on f(·)ψ . Thus,
this ECC based Boosting method works best in conjunction with a
class key based retrieval scheme, where instances associated with
the same label ought to be retrieved in a ranked manner, e.g. for
label-based retrieval problems such as automatic image tagging or
annotation.

4. CONCLUSION
Our proposed ECC based Boosting method for supervised hash-

ing method yields significant gains in retrieval performance vs.
state-of-the-art techniques. Moreover, the proposed formulation
provides higher accuracy, with fewer bits to store for the hash codes.

On the other hand, what are the limitations? First, such an ap-
proach is suitable for applications where the binary code can be
treated as a particular ‘label’. Secondly, the training inputs must be
associated with label information. Lastly, there is the question of
how the method extends to new classes; however, this issue of gen-
eralizing to unseen classes is also a problem of existing supervised
hashing work. These are fertile topics for future investigation.
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