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Abstract—We demonstrate the usefulness of surroundedness for eye fixation prediction by proposing a Boolean Map based
Saliency model (BMS). In our formulation, an image is characterized by a set of binary images, which are generated by randomly
thresholding the image’s feature maps in a whitened feature space. Based on a Gestalt principle of figure-ground segregation,
BMS computes a saliency map by discovering surrounded regions via topological analysis of Boolean maps. Furthermore, we
draw a connection between BMS and the Minimum Barrier Distance to provide insight into why and how BMS can properly
captures the surroundedness cue via Boolean maps. The strength of BMS is verified by its simplicity, efficiency and superior
performance compared with ten state-of-the-art methods on seven eye tracking benchmark datasets.

Index Terms—saliency detection, Boolean map, eye fixation prediction, Minimum Barrier Distance
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1 INTRODUCTION

V ISUAL saliency detection is a mechanism to fast
extract pertinent, attention grabbing regions of

the scene without conscious awareness [1]. The effects
of this mechanism can be represented by a saliency
map that topographically records the level of visual
attention priority. Developing computational models
to compute such saliency maps has recently drawn a
lot of research interest. It has been shown that many
computer vision applications can benefit from such
saliency models, e.g. image segmentation [2], object
recognition [3], visual tracking [4], gaze estimation [5]
and action recognition [6], to name a few.

In this paper, we focus on developing a saliency
detection model for eye fixation prediction [7]. A
majority of existent saliency models of this type are
heavily based on the contrast and the rarity properties
of local image patches, e.g. [8], [9], [10]. However,
these local image properties have limited ability to
model some global perceptual phenomena [11] known
to be relevant to the deployment of visual attention.
One such global perception mechanism is figure-
ground segregation. As Gestalt psychological studies
suggest, figures are more likely to be attended to
than background elements [12], [13] and the figure-
ground assignment can occur without focal attention
[14]. Neuroscience findings also show that certain
responses in monkey and human brains involved in
shape perception are critically dependent on figure-
ground assignment [15], [16], indicating that this pro-
cess may start early in the visual system.

Several factors are likely to influence figure-ground
segregation, e.g. size, surroundedness, convexity and
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symmetry [17]. In this paper, we explore the utility
of the surroundedness cue for saliency detection. The
essence of surroundedness is the enclosure topologi-
cal relationship between different visual components.
This kind of topological relationship is invariant un-
der homeomorphisms; thus it is a quite fundamental
property of a scene, regardless of the scale or the
shape of the visual content. It is also worth noting
that the topological status of a scene has long been
identified as one of the probable attributes that guide
the deployment of visual attention [18].

To demonstrate the strength of the surrounded-
ness cue for saliency detection, we propose a simple,
training-free and computationally efficient Boolean
Map based Saliency model (BMS). In our formula-
tion, an image is characterized by a set of randomly
sampled Boolean maps. For each Boolean map, an
attention map is efficiently computed by binary image
processing techniques to activate regions with closed
outer contours. Then attention maps are averaged into
a mean attention map, which is further post-processed
to suit the purpose of eye fixation prediction.

Fig. 1 shows an example that the surroundedness
cue for figure-ground segregation can help in saliency
detection. A test image along with eye tracking data
is displayed in Fig. 1 (a). The bird in the image is nat-
urally perceived as the foreground and the rest as the
background, which is in agreement with the enclosure
relationship between the bird and the sky. The eye
fixations are concentrated on the bird, corresponding
well to this figure-ground assignment. However, with-
out the awareness of this global structure, rarity based
models [9], [10] falsely assign high saliency values
to the boundary area between the trees and the sky,
due to the rarity of high contrast regions in natural
images. In contrast, by leveraging the surroundedness
cue for figure-ground segregation, our model is less
responsive to the edges and cluttered areas in the
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Fig. 1: (a) Image from the MIT dataset [19] (left) and its eye tracking
data (right). (b) Saliency maps estimated by (from left to right) AIM
[9], LG [10] and our method. AIM and LG measure an image patch’s
saliency based on its rarity. Our method, based on global structural
information, is less responsive to the elements in the background.

background (Fig. 1 (b)).
Compared with our preliminary work on BMS [20],

there are several improvements in this paper. First of
all, several modifications of BMS have been made. 1)
A color space whitening step is proposed to facilitate
appropriate sampling of Boolean maps in a feature
space. 2) In the attention map computation, by remov-
ing an unimportant opening operation, we no longer
need to find surrounded regions on the inverted
version of a Boolean map. 3) Normalization is now
not directly applied on activation maps. Instead, an
activation map is split into two parts, and each part is
normalized separately. These modifications improve
the accuracy and speed of BMS.

Secondly, to provide insight into why and how
BMS can capture the surroundedness cue via Boolean
maps, we draw a connection between BMS and the
Minimum Barrier Distance (MBD) [21]. We prove that
BMS is able to approximates the MBD of each pixel
to the image border. Thus, BMS shares the desirable
properties of MBD discovered in [21], [22], which
guarantees that the surroundedness cue is properly
captured by BMS in a robust way.

Finally, more experiments are conducted. BMS is
extensively evaluated on seven eye tracking datasets,
comparing with 10 state-of-the-art saliency models
under two evaluation metrics. Detailed speed perfor-
mance and component analyses are also provided.

In our experiments, most of the competing models
critically rely on off-line training or multi-scale pro-
cessing, while BMS uses neither of them. Despite its
simplicity, BMS consistently achieves state-of-the-art
performance across all the testing datasets. Regard-
ing the efficiency, BMS can be configured to run at
about 100 FPS with only a little drop in performance,
which makes it quite suitable for many time-critical
applications.

The contribution of this paper is summarized as
follows:
• To the best of our knowledge, we show, for the

first time, the usefulness of the surroundedness
cue for eye fixation prediction.

• We propose a simple saliency model, BMS, which
is advantageous in terms of both speed and ac-
curacy compared with state-of-the-art methods.

• We provide insight into BMS by revealing and
proving the connection between BMS and the
Minimum Barrier Distance.

2 RELATED WORK

As we focus on models that deal with eye fixation
prediction, in this section, we mainly review eye fixa-
tion prediction models based on their computational
mechanisms. Readers are referred to [7] for a detailed
review of this area.

Rarity/contrast based models. A majority of the
previous saliency models use center-surround con-
trast or image statistics to identify salient patches
that are complex (local complexity/contrast) or rare
in their appearance (rarity/improbability). Center-
surround contrast is used by [8], [23], [24], [25] for
saliency detection. The contrast and rarity of an image
region are also widely exploited for saliency detection
via information theoretic models [9], [26], Bayesian
probabilistic models [27], graphical models [28], color
co-occurrence histogram [29] and feature vector dif-
ferences [30], [31], [32].

Spectral analysis models. Another family of
saliency models is based on spectral domain analysis
[33], [34], [35], [36]. In [36] it is argued that some previ-
ous spectral analysis based methods are equivalent to
a local gradient operator plus Gaussian blurring, and
thus cannot detect large salient regions very well. To
overcome this limitation, a method based on spectral
scale-space analysis is proposed by [36].

Learning based models. Some models employ ma-
chine learning to learn saliency. Kienzel et al. [37] learn
a kernel support vector machine (SVM) based on eye
tracking data. Judd et al. [19] train an SVM using a
combination of low, middle and high level features.
In [38], [39], Convolutional Neural Network models
are leveraged for eye fixation prediction. A linear
weighting function is learned by [40] to combine
different types of saliency models.

Unlike the previous approaches, the proposed BMS
formulation does not rely on center-surround filtering,
statistical analysis of features, spectral transforms, off-
line learning, or multi-scale processing. Instead, it
makes use of simple image processing operations to
leverage the topological structural cue, which is scale-
invariant and known to have a strong influence on
visual attention [18], [41].

Salient object detection. A closely related problem,
Salient Object Detection, aims to segment bound-
aries of salient objects [42], [43]. Some salient object
detection methods use the surroundedness cue to
segment the foreground region [44], [45]. However,
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Fig. 2: The Pipeline of BMS. An image is first represented by a set of randomly generated Boolean maps. For each Boolean map, a binary
activation map is produced by suppressing unsurrounded regions. Then a real-valued attention map is obtained by normalizing the
activation map. At last, attention maps are linearly combined.

saliency maps produced by salient object detection
models tend to highlight the overall foreground re-
gions, rather than the specific locations people are
likely to look at. In BMS, the Boolean map repre-
sentation allows an effective way to emphasize rare
surrounded regions, which results in more selective
saliency maps for eye fixation prediction. Note that
without emphasizing rare surrounded regions, BMS
is also shown to be useful for salient object detection
in our previous work [20].

3 BOOLEAN MAP BASED SALIENCY

We start with a general description of our basic for-
mulation. We borrow the Boolean Map concept that
was put forward in the Boolean Map Theory of vi-
sual attention [46], where an observer’s momentary
conscious awareness of a scene can be represented
by a Boolean Map. We assume that Boolean maps in
BMS are generated by sampling from a distribution
function F (B|I) conditioned on the input image I,
and the influence of a Boolean map B on visual
attention can be represented by an Attention Map
A(B), which highlights regions on B that attract visual
attention. Then the saliency is modeled by the mean
attention map Ā over randomly generated Boolean
maps:

Ā =

∫
A(B)dF (B|I), (1)

where Ā can be further post-processed to suit the
purpose of eye fixation prediction.

In our formulation, computing the attention map
A(B) for a Boolean map requires two steps: an activa-
tion step and a normalization step. In the activation
step, a Boolean Activation Map M(B) is produced
by removing unsurrounded regions on the Boolean
map; in the normalization step, the attention map
is computed by normalizing the activation map to
emphasize those rare activated regions. The pipeline
of the computation of the mean attention map is
illustrated in Fig. 2.

3.1 Boolean Map Generation
BMS samples a set of Boolean maps by randomly
thresholding the input image’s feature maps, accord-

ing to the prior distributions over the feature channels
and the threshold:

Bi = THRESH(φ(I), θ), (2)

φ ∼ Fφ, θ ∼ Fφθ .

The function THRESH(., θ) assigns 1 to a pixel if its
value on the input map is greater than θ, and 0
otherwise. φ(I) denotes a feature map of I, whose val-
ues, without loss of generality, are assumed to range
between 0 to 1. Fφ denotes the prior distribution func-
tion for feature channel sampling, and Fφθ denotes the
prior distribution function for the threshold sampling
on the feature channel φ. Feature channels can consist
of multiple features like color, intensity, depth, mo-
tion, etc. In this work, we demonstrate the proposed
formulation in an implementation using only color
channels of images. Note that although feature maps
generated by various image filters are widely used
in previous rarity/contrast based saliency models [8],
[9], [30], our preliminary study shows that this feature
maps of this type are not suitable for measuring
surroundedness in our formulation, because they tend
to lose the topological structure of the scene by only
sparsely highlighting certain local patterns (e.g. edges
and corners).

According to [47, Theorem 2.1], we have the follow-
ing fact.

Proposition 1. Let Fθ be a continuous cumulative distri-
bution function of variable θ, and U be a random variable
with uniform distribution over [0, 1]. Then

P (θ ≤ x) = P (U ≤ Fθ(x)), ∀x ∈ R.

It means that we can get equivalent sampling of
Boolean maps from a feature map φ(I) by first re-
mapping the values of φ(I) using Fφθ , and then sam-
pling a threshold from a uniform distribution over
[0, 1]. Thus, without loss of generality, we can always
assume that the threshold θ is drawn from a uniform
distribution over [0, 1]. As a result, the distribution of
generated Boolean maps is now only dependent on
the specific parametrization of the feature space and
the prior distribution for the feature channel selection.

If we want to further simplify the sampling process
by assuming equal importance of different color chan-
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nels, i.e. Fφ is uniform, then the color space should
have independent channels and the distance metric on
different channels should be comparable. Following
this intuition, we propose a color whitening step to
rectify a color space before sampling the Boolean
maps. Let xi = (x1

i , x
2
i , x

3
i )
T be the 3-D color vector of

a pixel indexed by i. Given an image, we first compute
the color mean and the color covariance matrix as
follows.

x =
1

n

∑
i

xi, (3)

Q =
1

n

∑
i

xix
T
i − xxT , (4)

where n is number of pixels on the given image. Then
we transform the color space by

yi = (Q + λI)
− 1

2 · xi, (5)

where yi is the color vector in the whitened space.
I is the identity matrix and λ serves as regulariza-
tion parameter to avoid degeneracy. Note that this
whitening process is not limited to color space, and it
can help de-correlate and normalize feature channels
of multiple features such as color, depth, motion, etc.
Feature space whitening has been used for saliency
detection in [30], [48], but for a different purpose. In
[30], [48], a pixel’s saliency is directly measured by its
distance to the sample mean in the whitened space.

In summary, to generate Boolean maps for an im-
age, we first do color space whitening according to
Eqns. 3, 4 and 5. Then we simply enumerate the color
channels and sample the threshold θ at a fixed step
size δ within the range of that channel. Note that in
the limit, a fixed-step sampling is equivalent to the
uniform sampling.

3.2 Attention Map Computation
Given a Boolean map B, BMS computes the attention
map A(B) by first activating the surrounded regions
on B, and then normalizing the resultant activation
mapM(B) to further emphasize rare regions. We now
describe these two steps in detail.

3.2.1 Activation
On a Boolean Map B, the pixels are separated into two
complementary sets: the white set C+ := {i : B(i) =
1} and the black set C− := {i : B(i) = 0}, where i
denotes the pixel index and B(i) denotes the Boolean
value of pixel i on B. Intuitively, a white (black) pixel
is surrounded iff it is enclosed by the black (white) set,
i.e. it lies in a hole of the black (white) set. Formally,
the surroundedness can be defined based on a pixel’s
connectivity to the image border pixels.

Definition 1. On a Boolean Map B, a pixel i is
surrounded if there exists no path in C+ or C− that
joins i and any image border pixel.

Boolean Map Activation Map

Sub-Activation Maps

Attention Map

Fig. 3: The pipeline of the attention map computation. See the text
for details.

Here, a path is a sequence of pixels in which
any pair of consecutive pixels are adjacent. On a
2D image, we consider 4-adjacency or 8-adjacency.
It follows that a pixel is surrounded iff it is not in
a connected component of C+ or C− that contains
any image border pixels. Therefore, pixels that are
not surrounded can be efficiently masked out by a
Flood Fill algorithm using all image border pixels as
the seeds. The resultant activation map M(B) has 1s
for all the surrounded pixels and 0s for the rest.

Moreover, we have the following simple fact.

Proposition 2. Let ¬B denote the inversion of a Boolean
map B. A pixel is surrounded in B iff it is surrounded in
¬B, i.e. M(B) equals M(¬B).

Therefore, we do not need to activate the inverted
copy of a Boolean map. In our previous version of
BMS [20], activation is done also for the inverted
copy of a Boolean map, because an opening operation
was applied before activation, and thus the activation
maps of a Boolean map and its inverted version
could be slightly different. The opening operation,
which we find quite unimportant, is removed from
our improved formulation of BMS.

3.2.2 Normalization

The resultant activation maps need to be normalized,
so that activation maps with small concentrated active
areas will receive more emphasis. Various normaliza-
tion schemes have been proposed in previous works
[8], [28]. In BMS, we first split an activation mapM(B)
into two sub-activation maps:

M+(B) =M(B) ∧ B, (6)
M−(B) =M(B) ∧ ¬B, (7)

where ∧(·, ·) is the pixel-wise Boolean conjunction
operation. Note that activation maps are not split in
the previous version of BMS [20].M+(B) andM−(B)
represent the selected and surrounded regions on B
and ¬B respectively. An intuitive interpretation of
these sub-activation maps is thatM+(B) activates the
surrounded peaks above the corresponding threshold
andM−(B) activates the surrounded valleys below it.
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Algorithm 1 Ā = BMS(I)

1: Ā ← ZEROS(I.size());
2: do feature space whitening by Eqn. 3, 4 and 5;
3: for all feature maps φk(I) : k = 1, 2 · · ·N do
4: for θ = mini φk(I)(i) : δ : maxi φk(I)(i) do
5: B ← THRESH(φk(I), θ);
6: compute M(B) according to Section 3.2.1;
7: compute A(B) according to Eqns. 6, 7, 8 and 9;
8: Ā ← Ā+A(B);
9: end for

10: end for
11: Ā ← Ā/maxiA(i);
12: return Ā;

In this sense, normalization can be regarded as a way
to emphasize the regions of rare topographic features.

After the above steps, BMS uses simple L2-
normalization to emphasize attention maps with
small active areas. Compared with L1-normalization,
L2-normalization is less sensitive to activation maps
with extremely small active areas, which will other-
wise dominate the fusion process. To further penalize
sub-activation maps with small, scattered active areas,
we dilate the sub-activation maps with a kernel of
width ω before normalization. Formally, we have

A◦(B) =M◦(B)⊕Kω : ◦ = +,−; (8)

A(B) =
A+(B)

‖ A+(B) ‖2
+

A−(B)

‖ A−(B) ‖2
, (9)

where Kω is the square dilation kernel of width ω. The
pipeline of the attention map computation is shown
in Fig. 3.

Finally, all the attention maps are averaged into a
mean attention map Ā. The complete algorithm of
BMS is summarized in Algorithm 1.

4 BMS AND THE MINIMUM BARRIER DIS-
TANCE

BMS captures the surroundedness cue in an image by
activating the surrounded regions of its Boolean maps.
In this section, we reveal a connection between BMS
and the Minimum Barrier Distance (MBD) Transform
[21], [22], and show how the activation maps in BMS
encapsulate the MBD of each pixel to the image
border. Compared with other distances, e.g. geodesic
distance and fuzzy distance, MBD is advantageous for
its robustness to blurring and noise. These nice prop-
erties of MBD shed light on why BMS can properly
capture the surroundedness cue in an image.

4.1 Preliminaries

On a grayscale image F , we define the following two
path functions:

β+
F (π) = max

i
F(π(i)), (10)

β−F (π) = min
i
F(π(i)), (11)

where π = {π(i)}Li=0 is a path, i.e. π(i) and π(i + 1)
are adjacent (either 4-adjacent or 8-adjacent). Think of
F as an elevation map, and then β+

F (π) (resp. β−F (π))
represents the height of the highest (resp. lowest) point
on a path.

Given a seed set S and a pixel t, let ΠS,t denote
the set of paths joining an element of S and t. The
Minimum Barrier Distance (MBD) [21], [22] is defined
as

dF (S, t) = min
π∈ΠS,t

(
β+
F (π)− β−F (π)

)
. (12)

In the above formulation, the length of a path π is
defined as the elevation from its lowest point to its
highest point, a.k.a. the barrier of π. The MBD between
S and t is the length of the shortest path in ΠS,t.

It is straightforward to see that

dF (S, t) = min
π∈ΠS,t

(
β+
F (π)− β−F (π)

)
,

≥ min
π∈ΠS,t

β+
F (π)− max

π′∈ΠS,t

β−F (π′).

Let

ϕF (S, t) := min
π∈ΠS,t

β+
F (π)− max

π′∈ΠS,t

β−F (π′). (13)

Then ϕF (S, t) is a lower bound of the MBD dF (S, t),
and it can be regarded as another distance function
w.r.t. S and t. Note that ϕF (S, t) ≥ 0, because β+

F (π) ≥
F(t) and β−F (π) ≤ F(t) for all π ∈ ΠS,t.

Given a distance function f (e.g. ϕF or dF ) and a
seed set S, a distance transform ΘS

f is a map where each
pixel t records its distance from S, i.e.

ΘS
f (t) = f(S, t). (14)

As the distance function, either dF or ϕF , is depen-
dent on the image F , we can think of the distance
transform as a function of the image. Therefore, the
following notations are introduced:

ΘS
ϕ(F) := ΘS

ϕF , (15)

ΘS
d (F) := ΘS

dF . (16)

4.2 BMS Approximates the MBD Transform

A real-valued image can always be discretized by
shifting, scaling and rounding its values with a de-
sirable precision, so that the values of the discrete
image are in a N -level space {0, 1, · · ·N − 1}. Thus,
we assume each feature map of an image is an N -
level image. On such a feature map F := φ(I), if
the threshold sample step δ = 1, then the set of the
generated Boolean maps will be

Γ(F) := {BFk }N−1
k=0 ,

where

BFk (i) =

{
1 F(i) > k

0 F(i) ≤ k
.
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Γ(F) forms a threshold decomposition [49], [50] of F . It
is easy to see that F can be reconstructed from Γ(F)
via F =

∑
k BFk .

The concept of the threshold decomposition can be
used to link a binary image transform to a grayscale
image transform. Let Ψ denote a transform defined
on grayscale images. Ψ obeys the linear-threshold su-
perposition [49] if the following holds:

Ψ(F) =

N−1∑
k=0

Ψ(BFk ). (17)

In what follows, we show the distance transform
ΘS
ϕ(F) induced by Eqn. 13 obeys the linear-threshold

superposition.

Lemma 3. Given an N -level image F and a seed set S,
the distance transform ΘS

ϕ(F) obeys the linear-threshold
superposition:

ΘS
ϕ(F) =

N−1∑
k=0

ΘS
ϕ(BFk ). (18)

The proof is included in our supplementary mate-
rial. On a Boolean map B, ΘS

ϕ(B)(t) is either 0 or 1.
ΘS
ϕ(B)(t) = 0 iff there is a path joining S and t, and all

the points of this path are of the same Boolean value
as t, i.e. t belongs to a connected component (either
white or black) that contains a seed in S. Therefore,
when the seed set is composed of all the image border
pixels, the distance transform ΘS

ϕ(B) is equivalent to
the activation map M(B) in BMS. Thus, we have the
following result.

Theorem 4. Let F be an N -level feature map, and S be
the set of image border pixels. In BMS, the sum of the
activation maps {M(BFk )}N−1

k=0 of F equals the distance
transform ΘS

ϕ(F):

N−1∑
k=0

M(BFk ) = ΘS
ϕ(F). (19)

This means that for a pixel t, ϕF (S, t) is propor-
tional to the number of times that t is activated in the
sampled Boolean maps from F .

Different from the MBD dF , the distance function
ϕF is not induced by a valid path length function,
because π and π′ can be two different paths in Eqn.
13. As a result, the physical meaning of ϕF is not
straightforward to interpret. In [21], [22], ϕF is in-
troduced as an efficient lower bound approximation
of the MBD dF . However, [21], [22] only provide
an approximation error bound of ϕF when the seed
set S is singleton. In what follows, we show an
error bound result in the same form as in [22] for
general connected seed sets. The corresponding proof
is included in the supplementary material.

Definition 2. Given a grayscale image F , εF =
maxi,j |F(i) − F(j)| is the maximum local difference,

where pixel i and j are arbitrary 8-adjacent neigh-
bours.

Theorem 5. Given a grayscale image F with 4-connected
paths, if the seed set S is connected, then ΘS

ϕ(F) approx-
imates the MBD transform ΘS

d (F) with errors no more
than 2εF , i.e. for each pixel t,

0 ≤ dF (S, t)− ϕF (S, t) ≤ 2εF . (20)

Remark. The proved error bound will be quite loose if
εF is large on a digital image. However, as discussed
in [21], assuming the given imaging system smoothes
the scene by a point spread function, we can think of
an “ideal” image as a continuous function defined on
a continuous domain. Therefore, when the resolution
goes to infinity, a digital image will approach the ideal
image, and εF will go to zero. In this sense, the proved
error bound guarantees the asymptotic accuracy of the
approximation of MBD.

Corollary 6. Let F be an N -level feature map with 4-
connected paths, and S be the set of image border pixels.
In BMS, the sum of the activation maps of {BFk }

N−1
k=0

approximates the MBD transform ΘS
d (F) with errors no

more than 2εF .

In other words, the surroundedness cue captured
by BMS is closely related to the MBD to the image
border. The MBD is shown to be more robust to
blurring, noise and seed positioning for seeded image
segmentation [22]. In Fig. 4, we use a synthetic test
image to demonstrate the advantage of the MBD in
capturing the surroundedness cue. In the test image,
there are two surrounded square regions. The one
with higher contrast is slightly blurred on its border.
The image values range in [0, 1], and we have added
Gaussian noise with σ = 0.05 to it. Given that the
seeds are the image border pixels, the MBD and three
other distance transforms are shown in In Fig. 4. The
path length functions for the three compared distance
transforms are listed as follows. 1) geodesic distance:
τGDF (π) =

∑
i |F(πi)−F(πi−1)|; 2) fuzzy distance [51]:

τFDF =
∑
i

1
2 (F(πi) + F(πi−1)); 3) max-arc distance

[52]: τMAF = maxi |F(πi)−F(πi−1)|.
As shown in Fig. 4, both the geodesic distance and

the fuzzy distance lead to a brighter central area on
the distance maps. This is because the effect of pixel
value fluctuation can accumulate along a path for the
geodesic distance and the fuzzy distance, due to the
summational nature of these two distances. The max-
arc distance is also sensitive to noise and blur and
fails to capture the two square regions. In contrast,
the MBD better handles the noise and the blur, and it
properly measures the level of surroundedness of the
two square regions. The mean activation map (or the
sum of the activation maps) in BMS is very close to
the MBD transform, as shown in Fig. 4.

As we can see, based on the Boolean map repre-
sentation, we can take the average of the activation
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Test Image MBD

Geodesic Dist. Fuzzy Dist. Max-Arc Dist.

Mean Activation Map

Fig. 4: In the test image (top left), there are two surrounded square
regions. The one with higher contrast is slightly blurred on its
border. The image values range in [0, 1], and we have added
Gaussian noise with σ = 0.05 to it. Given that the seeds are the
image border pixels, four types of distance transforms are shown:
MBD (top middle), geodesic distance (bottom left), fuzzy distance
(bottom middle) and max-arc distance (bottom right). The mean
activation map in BMS (top right) is computed using sample step
δ = 0.02. The values of all the maps are re-scaled for visualization.
See text for more discussion.

maps to easily and efficiently approximate the MBD
transform, which would otherwise require more com-
plex computation [22]. Moreover, the Boolean map
representation provides more flexibility as we can
further process the activation maps to emphasize rare
surrounded regions. In our formulation, the mean at-
tention map can be thought of as a weighted average
of the activation maps (after activation map splitting),
where the weights are determined based on the rarity
cue.

In Fig. 5, we show an example case where our
Boolean map based formulation is advantageous over
the MBD transform for saliency detection. Given a
grayscale test image (Fig. 5 (a)), the mean atten-
tion map (Fig. 5 (b)) in our formulation successfully
highlights the small white object in the scene. The
MBD transform (Fig. 5 (c)) detects the white object,
but it is also quite responsive to the highly textured
background. In addition, we also show the geodesic
distance transform in Fig. 5 (d). Again, the geodesic
distance is quite sensitive to the pixel value fluctu-
ation in the background, leading to a bright central
area. In [44], this phenomenon is identified as the small
weight accumulation problem of the geodesic distance.
Our mean attention map and the MBD transform do
not suffer from this problem.

5 EXPERIMENTS

Implementation Details. Each input image is first
resized to 400 pixels in its largest dimension. We
use the CIE Lab color space, and the whitened color
channels are transformed to 8-bit images. The thresh-
old sample step δ is set to 8 and the dilation kernel

(a) (b) (c) (d)

Fig. 5: (a) Test image. (b) Mean attention map in our formulation.
(c) MBD transform. (d) Geodesic distance transform. See text for
more discussion.

width ω is fixed at 7. We post-process Ā to produce
the saliency map S by Gaussian blurring with stan-
dard deviation (STD) σ. However, strong Gaussian
blur will remove small peaks on the mean attention
map, which is sometimes undesirable. To control for
this factor, we use a dilation operation with kernel
width κ before Gaussian blur. We do not find this
dilation operation improves the performance of other
compared methods. By experiment, we have found
setting σ to 9 and κ to 9 usually works well. We fix
these parameters in the following experiments. The
source code is available on our website1.

5.1 Datasets
We use seven benchmark eye tracking datasets: MIT
[19], Toronto [9], Kootstra [53], Cerf [54], ImgSal [36],
SBU-VOC [55] and DUT-O [56]. These datasets are
available on the authors’ websites. Some statistics and
features of these datasets are summarized in Table 1.
These datasets differs in many aspects, such as the
number of participants, number of test images, type
of stimuli, experimental settings, post-processing, etc.
The diversity of these datasets ensures a comprehen-
sive evaluation of our model.

In particular, the MIT, Toronto, Kootstra and ImgSal
datasets have a relative large number of participants
for the collection of the eye tracking data, while the
MIT, DUT-O and the SBU-VOC datasets have a large
number of test images. Among these datasets, the MIT
and Toronto datasets are the most widely used ones
for evaluating eye fixation prediction methods. The
Cerf dataset has a special focus on images with human
faces. The ImgSal and DUT-O datasets also provide
segmentation ground truth for salient object detec-
tions, and a large portion of their test images contain
dominant salient objects. The SUB-VOC dataset is
proposed for analyzing the utility of eye fixations
for object detection and its test images usually con-
tain people and multiple objects. Moreover, a post-
processing step is applied in the DUT-O dataset to
remove outlier eye fixations that do not lie on a
meaningful object, which leads to a higher center bias
of its ground truth [56].

5.2 Compared Models
Ten state-of-the-art saliency models are evaluated for
comparison. These models are either frequently cited

1. http://www.cs.bu.edu/groups/ivc/software/BMS/
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TABLE 1: Eye Tracking Datasets

Datasets #Images #Viewers Description

MIT [19] 1003 15 Daily life indoor and outdoor pictures; Portraits.
Toronto [9] 120 20 A large portion of images do not contain particular regions of interest.
Kootstra [53] 100 31 Five categories of images: 12 animals, 12 cars and streets, 16 buildings, 20 flowers and plants, and 40 natural

scenes.
Cerf [54] 181 8 The objects of interest are mostly faces, together with some small objects like cell phone, toys, etc.
ImgSal [36] 235 21 Six categories: 50/80/60 with large/medium/small salient regions; 15 with clustering background; 15 with

repeating distracters; 15 with both large and small salient regions.
SBU-VOC [55] 1000 3 Selected images from the Pascal VOC2008 dataset. A mixture of different kinds of daily life pictures, including

scenery, animals, portraits, objects, etc.
DUT-O [56] 5168 5 Most of the images contain salient objects. Objects are usually centered in these images.

TABLE 2: Compared Models

Image Size Training† Multi-scale Proc.

∆QDCT [35] 64× 48 No Yes
SigSal [33] 64× 48 No No

LG [10] 512× 512 Yes Yes
AWS [30] 1

2 full size No Yes
HFT [36] 128× 128 No Yes
CAS [57] max{W,H} = 250 No Yes
Judd [19] 200× 200 Yes Yes
AIM [9] 1

2 full size Yes No
GBVS [28] full size No Yes

Itti [8] full size No Yes

BMS∗ [20] W = 600 No No
BMS max{W,H} = 400 No No

† Training includes dictionary learning.

in literature or have leading performance on the
benchmark datasets. The compared models include
spectral domain models (SigSal [34] HFT [36] and
∆QDCT [35]), models based on image patch statistics
(LG [10] and AIM [9]), filter bank based methods
(AWS [30] and Itti [8]), a learning based method (Judd
[19]), a graph based method (GBVS [28]) and a context
based method (CAS [57]). A summary of these models
is provided in Table 2. Most of the models require off-
line training or multi-scale processing. Our previous
version of BMS [20], denoted as BMS∗ is also included
in the evaluation.

The code for these baseline methods is available on
authors’ websites2, and we use the default configura-
tions set by the authors. The input image size for each
model is listed in Table 2. Note that Judd’s model [19]
uses object detectors to facilitate saliency detection.

5.3 Evaluation Methods
One of the most widely used metrics for saliency
method evaluation is the ROC Area Under the Curve
(AUC) metric. Given a saliency map, we can generate
a set of binary maps by thresholding. Each binary
map represents a binary classification of image pixels,
where positive pixels are predictions of eye fixations.
Then the True Positive Rate (TPR) and False Positive
Rate (FPR) can be computed based on a ground truth
fixation map. By varying the threshold for generating
the binary image, we can plot a curve of TPR against
FPR. Then the AUC score is computed as the area

2. For Itti’s model, we use the improved version by [28].

under this curve. An advantage of this metric is that
it only depends on the order of pixels rather than their
absolute saliency values. Therefore, the AUC score is
invariant to re-parametrization of a saliency map, as
long as the pixel ordering is preserved [7].

However, factors such as border cut and center-bias
setting have been shown to have a dramatic influence
over the AUC metric [26], [58]. For example, in [26],
it has been shown that a static Gaussian blob has an
average ROC score of 0.80 on the Toronto dataset,
exceeding many state-of-the-art methods, without us-
ing any features in the images. This phenomenon is
due to the center bias of the spatial distribution of
eye fixations on test images. Some methods explicitly
or implicitly take advantage of the center bias, while
others does not, which poses a challenge for fair
comparisons. Note that although this prior spatial
information is useful for eye fixation predictions when
people view a still image on a screen, in general
scenarios, when visual signals are collected in a more
natural way (think of a robot navigating a room or
a Google street view car collecting data), such center
bias may not exist.

To discount the center bias effect in the benchmark
datasets, a shuffled-AUC (sAUC) metric is proposed
by [26], [58], which has become a standard evaluation
method used in many recent works [10], [30], [34],
[35], [59]. The sAUC is computed in a very similar
way as the AUC. The only difference lies in the
computation of FPR. For computing the sAUC score,
we first need to compute a shuffle map W where
for each pixel x, W(x) is the number of times that a
fixation is located at x in the given dataset. For dataset
composed of images with different resolutions, all
the fixation maps need to be resized to a standard
resolution before they are added up. Given an image
and its ground truth map C, the FPR is calculated
based on a negative pixel set N , which is sampled
by the prior eye fixation distribution P (x):

FPR =
#{x ∈ N : x is predicted as a fixation}

#N
,

N = {x : x ∼ P (x)},

P (x) =
δ(C(x) = 0)W(x)∑
y δ(C(y) = 0)W(y)

. (21)

Note that negative sample set N may contain du-
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plicate samples. Under the sAUC metric, common
fixation positions will receive less credit for correct
prediction. A perfect prediction will give an sAUC
score of 1.0, while any fixed saliency map will give a
score of approximately 0.5 [59].

An implementation of the shuffled-AUC metric is
provided on our website. This implementation fixed
a notable problem in the evaluation code from [10],
[35], which is used in our preliminary work [20].
In the previous code, the shuffle map is treated as
a binary map. However, some datasets have very
dense fixations. Therefore, a binary version becomes
a too poor approximation of the true eye fixation
distribution. This problem has a great impact on the
model rankings on the ImgSal and DUT-O datasets.

Blurring can also significantly affect the sAUC
scores. To control this factor, saliency maps are blurred
with varying STD, and the mean sAUC scores on each
dataset under optimal blurring are used to rank the
models.

We also report the Normalized Scanpath Saliency
(NSS) scores [59], [60], which can provide a comple-
mentary view for the evaluation. The NSS score is
computed as the mean saliency value of the fixation
locations on a normalized saliency map, which has a
zero mean and a unit standard deviation. We use an
implementation of NSS provided by [61]. Similar to
[38], we use a distance-to-center (DTC) re-weighting
scheme to control the effect of center bias for fair
comparison. A normalized center-to-distance map J
is computed as follows:

J (i, j) = 1−

√(
i− H

2

)2
+
(
j − W

2

)2√(
H
2

)2
+
(
W
2

)2 , (22)

where i and j are the row index and the column index
respectively. To compute the NSS score of a saliency
map, the saliency map is first smoothed by a Gaussian
kernel with varying width, and then it is pixel-wise
multiplied with J if this operation improves the score.

5.4 Results
For each model, the mean sAUC scores and mean
NSS scores under the optimal postprocessing are
presented in Table 3. The best scores are shown in
red for each dataset, and the second and third best
scores are underlined. The standard deviation of the
sAUC scores ranges between 0.0005 to 0.001. We also
report the Human Inter-Observer (IO) scores in the last
column of the table. The IO scores are computed by
randomly splitting the set of subjects in half, and
using the fixations of one half as the ground truth,
and the fixations of the other half as the saliency
map, on which optimal blurring is also applied. The
IO score represents the inter-observer consistency of
a dataset, and serves as an performance upper bound
for saliency models.

BMS consistently achieves the best sAUC and NSS
scores on all the datasets except on the Cerf dataset.
On the Cerf dataset, Judd’s model ranks first and BMS
ranks second under sAUC. However, the sAUC scores
of BMS and Judd’s model on the Cerf dataset are
very close. Note that object detectors, including a face
detector, are employed in Judd’s model, and most of
the test images in the Cerf dataset contains human
faces as the key salient objects. BMS also consistently
improves over our previous version, denoted as BMS∗

[20], under sAUC and NSS.
Under the sAUC metric, the scores of the leading

models are close to those of the IO baseline on the
Toronto and SBU-VOC datasets, while under the NSS
metric, the gap between IO and other models on the
Toronto and SBU-VOC datasets is still substantial.
This reflects the different characteristics of the sAUC
and NSS metrics, and there is still notable difference
between the performance of human and computa-
tional models on all the datasets. There is a low inter-
observer consistency on the Kootstra dataset, as indi-
cated by the IO scores. Consequently, the compared
models perform much worse on this dataset than on
the other ones.

Since blurring and distance-to-center re-weighting
play a very important role in comparing different
models, we further present some relevant statistics
for analyzing the influence of these factors in eval-
uation. First, we show the influence of blurring on
the sAUC scores in Fig. 6. On the MIT, SBU-VOC
and DUT-O datasets, BMS outperforms the competing
models by a considerable margin over a wide range
of blur levels. The test images in these three datasets
are mostly composed of everyday pictures, which
usually contain objects of medium and large scale. To
handle salient regions of different sizes, many com-
peting models resort to multi-scale processing. Due to
the scale-invariant nature of the surroundedness cue,
BMS can better handle these scenarios without using
any multi-scale processing. Blurring has a relatively
more drastic impact on the sAUC scores of AIM on
the Toronto, Kootstra, Cerf and ImgSal datasets, and
on the scores of LG on the Cerf dataset. Otherwise
the rankings of the models are quite consistent over
a wide range of blur levels.

We also evaluate the influence of the distance-to-
center (DTC) re-weighting over the NSS metric in
Fig. 7. We control the blur factor and compare the NSS
scores computed with DTC re-weighting and without.
The NSS scores of almost all the models are signifi-
cantly improved with DTC re-weighting. Compared
with the other models, Judd and GBVS do not benefit
much from this post-processing, and the NSS scores of
Judd even decrease on the Kootstra and Cerf datasets
with the DTC re-weighting. Judd’s model explicitly
employs an optimized distance-to-center feature map,
and GBVS produces saliency maps with a strong
center bias [36]. Therefore, the DTC re-weighting does
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Fig. 6: sAUC scores against the level of blur. For each plot, the x axis is the Gaussian blur STD relative to the largest dimension of the
saliency maps, and the y axis is the sAUC score.

TABLE 3: Evaluation Scores. The best score on each dataset is shown in red. The 2nd and 3rd best are underlined.

Mean sAUC with Optimal Blurring†

BMS BMS∗ ∆QDCT SigSal LG AWS HFT CAS Judd AIM GBVS Itti Human
Dataset [20] [35] [34] [10] [30] [36] [57] [19] [9] [28] [8] IO

MIT .7105 .6932 .6741 .6685 .6813 .6939 .6514 .6719 .6729 .6706 .6351 .6440 .7756
opt. σ .04 .05 .04 .04 .06 .00 .00 .05 .04 .05 .00 .05 .06

Toronto .7243 .7206 .7168 .7054 .6986 .7174 .6900 .6955 .6908 .6906 .6391 .6576 .7316
opt. σ .05 .03 .00 .00 .05 .00 .02 .04 .05 .04 .00 .02 .07

Kootstra .6276 .6207 .6014 .6000 .6053 .6231 .5874 .6011 .5940 .5906 .5543 .5780 .6854
opt. σ .03 .00 .01 .00 .04 .00 .02 .03 .04 .00 .00 .00 .05
Cerf .7491 .7357 .7281 .7282 .7028 .7247 .6994 .7141 .7517 .7243 .6800 .6764 .7944

opt. σ .01 .02 .04 .02 .06 .00 .03 .04 .04 .04 .01 .06 .07
ImgSal .7078 .7030 .6835 .6753 .6755 .6990 .6779 .6856 .6778 .6703 .6432 .6491 .7411
opt. σ .05 .05 .05 .00 .06 .04 .03 .05 .05 .04 .00 .04 .06

SBU-VOC .6876 .6790 .6652 .6581 .6550 .6675 .6404 .6659 .6644 .6544 .6022 .6162 .6946
opt. σ .08 .08 .10 .08 .10 .07 .06 .08 .09 .07 .03 .09 .11
DUT-O .7365 .7258 .7091 .7077 .6983 .7255 .6958 .7204 .7188 .6999 .6556 .6665 .7694
opt. σ .05 .06 .07 .05 .06 .04 .05 .07 .05 .05 .01 .03 .07
Avg. .7062 .6969 .6826 .6776 .6738 .6930 .6632 .6792 .6815 .6715 .6299 .6411 .7417

Mean NSS with Optimal Blurring and Distance-to-Center Re-weighting
BMS BMS∗ ∆QDCT SigSal LG AWS HFT CAS Judd AIM GBVS Itti Human

Dataset [20] [35] [34] [10] [30] [36] [57] [19] [9] [28] [8] IO
MIT 1.742 1.638 1.535 1.513 1.509 1.589 1.439 1.508 1.450 1.327 1.534 1.437 2.708

opt. σ .03 .04 .05 .05 .05 .01 .07 .05 .00 .04 .01 .07 .05
Toronto 1.933 1.899 1.776 1.736 1.597 1.757 1.622 1.698 1.472 1.397 1.659 1.572 3.274
opt. σ .03 .00 .00 .00 .04 .00 .03 .03 .00 .02 .00 .01 .04

Kootstra .8701 .8190 .7104 .7058 .7318 .7789 .6776 .7110 .6559‡ .6341 .6611 .6357 1.414
opt. σ .02 .02 .03 .03 .04 .02 .07 .04 .01 .02 .01 .05 .05
Cerf 1.626 1.529 1.500 1.477 1.321 1.439 1.404 1.418 1.373‡ 1.200 1.413 1.313 2.752

opt. σ .03 .03 .03 .01 .05 .01 .04 .04 .01 .03 .01 .06 .04
ImgSal 1.877 1.813 1.672 1.634 1.534 1.746 1.680 1.680 1.463 1.291 1.644 1.562 2.747
opt. σ .03 .03 .00 .00 .04 .00 .04 .04 .00 .03 .00 .03 .04

SBU-VOC 1.596 1.572 1.482 1.447 1.409 1.486 1.414 1.475 1.436 1.308 1.467 1.435 1.840
opt. σ .07 .07 .08 .09 .08 .08 .10 .07 .00 .06 .05 .09 .10
DUT-O 2.158 2.055 1.882 1.893 1.726 1.976 1.855 1.904 1.703 1.475 1.835 1.772 2.951
opt. σ .02 .02 .03 .00 .03 .01 .04 .03 .01 .03 .01 .01 .06
Avg. 1.686 1.618 1.508 1.487 1.404 1.539 1.442 1.485 1.365 1.233 1.459 1.389 2.527

† The blur STD is represented as the ratio to the largest dimension of the saliency maps.
‡ These AUC scores are computed without the distance-to-center re-weighting, as they are not improved by this post-processing.

not improve their scores as much as the other models.
Without using DTC re-weighting to calibrate the NSS
scores, models that take advantage of the center bias
often rank higher than other ones.

By qualitatively examining the saliency maps, we
found that BMS tends to be less distracted by high-
contrast edge areas than most of the compared mod-
els, and it can better highlight the interior regions of

salient objects of different sizes, even though it does
not use multi-scale processing. Some sample images
and saliency maps of compared models are shown
in Fig. 8. Fig. 8 (a)-(e) show the images with salient
regions of different sizes. In (a) and (b), the salient
regions are very small (see Fig. 9), and many com-
pared models fail to detect them. In contrast, BMS can
accurately detect these small regions. In (c)-(e), BMS
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Fig. 8: Sample images and saliency maps of compared models. The second column shows the eye fixation heat maps, which are obtained
by blurring the eye fixation maps.

Fig. 9: A closer look at the input images in Fig. 8 (a) and (b).

are less responsive to the object boundaries and edge
areas in the background, leading to more accurate
saliency maps. In Fig. 8 (f)-(i), sample images contain
human faces of various sizes. BMS can more correctly
highlight the interior area of faces than most of the
compared models, owing to the enclosure relationship

between the face and the background (see (f) and (g)),
and between the facial features (eyes and mouth) and
the face (see (h) and (i)).

Speed performance. We compare the speed perfor-
mance of all the models on a machine with a quad-
core 2.93GHz CPU and 8GB memory using a single
thread. We measure the speed of all the models on the
Toronto dataset, where the size of the input images is
685× 511. Note that the compared models may resize
the input images in different ways (see Table 2). We
exclude the time for reading and writing images, so
that the speed measurement is more accurate, espe-
cially for the faster models. BMS is implemented in C,
and all the other models are implemented in Matlab
or Matlab+C. The speed performance in FPS is shown
in Fig. 10. BMS runs at about 11 FPS, which is the sec-
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Fig. 11: Speed and performance of BMS under different config-
urations. The left plot shows the average mean sAUC scores of
BMS over all the datasets with different settings for the input
image size and the threshold sample step. The Right plot shows
the corresponding speed in FPS for each configuration. Whiter cells
indicate larger values.

ond fastest model. BMS obtains an approximately 4X
speedup compared with our previous version BMS∗,
which runs at about 3 FPS. Half of the speedup is
attributed to the smaller image size used by BMS. The
rest of the speedup is attributed to modification of the
activation map computation (see Section 3.2.1).

Spectral domain based models like SigSal, ∆QDCT,
HFT, are fast, because they usually down-sample the
input image to a very small size. Models that involves
multi-scale convolutions or patch based dictionaries
are relatively slower, e.g. AIM, AWS and LG. For
Judd’s model, most of the time is spent on object
detections, which can take up to 10s. CAS requires
an exhaustive computation of all pairs of segments,
and it takes about 30s to process an image.

5.5 Speed Accuracy Tradeoff
The speed of BMS depends on two factors: the input
image size and the threshold sample step. We show in
Fig. 11 how we can trade off a little performance for
a remarkable gain in speed. We vary the maximum
dimension of input images among 200, 300 and 400
pixels, and the sample step among 8, 16 and 24,
assuming an 8-bit three-channel image. Note that in
this test, all the kernel widths for the blurring and
dilation operations scale linearly to the maximum di-
mension of the input image. The performance of BMS
is measured by its average mean sAUC scores under
the optimal blurring over all the datasets. As shown
in Fig. 11, with a little drop in performance, BMS can
be remarkably accelerated. For example, BMS has a 4X
speedup by setting the maximum image dimension to
300 and the sample step to 24, and its average mean
sAUC is 0.7025, only slightly lower than the score of
the original configuration. BMS can even run at about
100 FPS, with an average mean sAUC score of 0.6983,
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Fig. 12: Mean sAUC scores of BMS with and without color space
whitening using the RGB, CIE LUV and CIE Lab color spaces.
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Fig. 13: Mean sAUC score of BMS with and without splitting each
activation map into sub-activation maps.

which still compares favorably with the average mean
sAUC scores of other competing models (see Table 3).
This flexible characteristic of BMS makes it suitable
for many time critical applications.

5.6 Component Analysis

First, we analyze the effect of color space whitening.
We show in Fig. 12 the mean sAUC scores of BMS
with and without color space whitening under the
RGB, CIE LUV and CIE Lab color spaces. Without
color space whitening, the RGB space is substantially
inferior to the LUV and the Lab space. Note that the
LUV and the Lab space are known for their percep-
tual uniformity. After the color space whitening, the
scores from different color spaces become very close.
Overall, color space whitening is beneficial for BMS
using all of the three color spaces, which validates our
analysis of Boolean map sampling in Section 3.1.

Next, we compare the performance of BMS with
and without splitting the activation map before nor-
malization in Fig. 13. We see a consistent perfor-
mance gain with activation map splitting across all the
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Fig. 14: The effects of the dilation kernel width ω and κ over the
mean sAUC scores of BMS on each dataset.

datasets. In our previous version, BMS∗, the activation
map is directly normalized without splitting. Activa-
tion map splitting, together with the feature space
whitening, contributes to the overall performance im-
provement of BMS over its previous version.

Finally, we give a parameter analysis of BMS. The
effects of blurring, input image size and threshold
sample step are already discussed. Therefore, there are
only two remaining parameters, the dilation kernel
width ω involved in the normalization step and the
dilation kernel width κ involved in the postprocessing
step. We show in Fig. 14 the changes of sAUC scores
of BMS by varying these two parameters on each
dataset are shown. These two dilation operations gen-
erally improves the performance of BMS. However,
the performance of BMS is not very sensitive to the
settings of these two parameters.

6 CONCLUSION

In this paper, we proposed a Boolean map based
saliency model, which exploits the surroundedness
cue for eye fixation prediction. In BMS, an image
is first decomposed into a set of Boolean maps by
randomly thresholding the color channels, and then
the surrounded regions on each Boolean maps are ac-
tivated. The resultant activation maps are normalized
and linearly combined to generate a saliency map.
Several improvements of our previous version [20]
of BMS, including the color space whitening and the
activation map splitting, were also presented.

Moreover, we showed a connection between BMS
and the Minimum Barrier Distance transform [21],
[22]. We proved that in BMS, the mean activation map
of a grayscale image approximates the MBD of each
pixel to the image border. This connection provides an
insight into how and why BMS can robustly capture
the surroundedness cue in an image.

In experiments, the BMS model consistently outper-
forms ten state-of-the-art models on seven datasets.
BMS is also capable of running at about 100 FPS with
competitive performance, which makes it suitable for
time critical applications.

In future work, we will investigate how to leverage
motion and depth information in BMS, and extend
BMS for saliency detection in videos.
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