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—— Abstract

We present a user-space feedback controller for protecting the tracking accuracy of OV2SLAM,
the visual SLAM component of the Arm AR HUD Industrial Challenge, when it runs alongside
competing workloads. The controller monitors the SLAM pipeline at five function-entry checkpoints
using Linux uprobes, measures per-frame progress against a pre-calibrated solo-run baseline, and
pauses the interfering workload via SIGSTOP/SIGCONT when progress falls below a threshold. We
implement and evaluate the controller on a Xilinx ZCU102 development board (quad-core ARM
Cortex-Ab53, 1 MB shared L2 cache) running Ubuntu 22.04 and ROS2 Humble, using a synthetic
memory-bandwidth aggressor as the interfering workload. Under uncontrolled interference, mean
trajectory RMSE rises to 1.03m with 3 out of 5 trials diverging. With the controller active, mean
RMSE drops to 0.095m with no trials diverging. All tools are written in C and run entirely in user
space, requiring no kernel modifications and no recompilation of the SLAM binary.
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1 Introduction

Visual simultaneous localization and mapping (SLAM) is a core perception primitive for
systems that must estimate their own motion while building or maintaining a representation
of the surrounding environment. In applications such as augmented-reality head-up displays,
advanced driver assistance systems, and autonomous navigation, SLAM output is used to
anchor virtual information or driving decisions to the physical world. As a result, tracking
quality is not merely an accuracy metric: degraded tracking can cause the system to localize
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itself incorrectly or misalign visual overlays, and if feature tracking breaks down across
frames, the estimator may diverge, causing meter-scale errors.

Visual SLAM is both computationally demanding and timing-sensitive. In feature-
based systems, frames are processed sequentially, tracking visual landmarks from one frame
to the next to estimate camera motion. When processing falls behind, frames may be
dropped or processed too late. As the motion between two frames increases, the estimator
inaccuracy increases making tracking error grow abruptly rather than degrade gradually. In
our experiments, we observe this behavior directly: slowdowns caused by contention can
increase tracking error from centimeters to meters.

The Arm Industrial Challenge posed at ECRTS 2022 [1] asks the real-time systems
community to address the scheduling, analysis, and performance isolation problems that arise
when an augmented-reality head-up display (AR HUD) application executes on a shared
multicore SoC. The challenge uses OV2SLAM [4], a feature-based visual SLAM that processes
stereo camera frames in real time while sharing hardware resources with co-located workloads
competing for shared cache capacity and memory bandwidth.

Previous submissions to this challenge have approached the problem from multiple angles.
These include scheduling theory [8], accurate architectural simulation to better observe and
characterize contention effects [6], and optimization frameworks to better predict GPU kernel
runtimes [5]. Our work takes a complementary approach: runtime software-level progress
monitoring and requlation. Specifically, we implement a controller that directly tracks the
ability of crucial workloads to operate in a timely manner and regulates interfering workloads
accordingly.

A conventional CPU scheduler cannot address this, because the problem is not that
SLAM lacks a core to run on. In our setup, SLAM runs on cores 0 and 1, while the interferer
runs on cores 2 and 3. The slowdown comes from the shared memory hierarchy. When the
interferer puts pressure on the shared L2 cache and memory bandwidth, SLAM spends more
time stalled on memory accesses, and each stage of the pipeline takes longer to finish. What
we need to know at runtime is whether SLAM is still moving through each stage at the speed
observed in isolation. The controller uses the calibrated instruction-retirement rate for each
pipeline stage as this reference. When the observed rate drops far below that baseline, the
controller treats the current stage as falling behind and stops the interferer.

We ask a simple question: can a lightweight progress-based feedback controller, built
entirely with existing Linux kernel interfaces, protect SLAM tracking quality under memory
contention by dynamically throttling interfering processes?

Our answer is yes. We find that it is possible. The main insight is that the instruction-
retirement rate, which can be measured with standard hardware performance counters, gives
an effective per-phase indication for mid-frame SLAM progress. When a memory-intensive
interferer floods the shared memory hierarchy, the SLAM threads experience substantially
increased memory latency. As a result, their throughput drops and instruction-retirement
rates fall significantly below the baseline measured during a solo run. The proposed controller
uses this drop to detect this type of degradation within the processing of each frame, at the
granularity of the SLAM pipeline’s processing stages, and can intervene before the slowdown
causes significant losses in tracking performance.

Contribution. We make three contributions. First, we show that instruction-retirement
rate is a useful measure of visual SLAM progress under memory contention. Second, we
build a system consisting of two cooperating tools: an offline calibrator, used for measuring
the instruction retirement rates during each phase of the SLAM pipeline, and an online
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dynamic controller, which monitors retired instructions between critical checkpoints and
stalls the interfering tasks as needed. Both tools run entirely in user space, using only existing
Linux kernel interfaces and requiring no kernel modifications, no changes to the application
source, and no recompilation of OV2SLAM. Here, by user space, we mean both tools are
ordinary processes, not kernel modules. They run as root, which allows the controller to
install uprobes and signal the interferer no matter which user owns it. Suspension is enforced
from the outside: SIGSTOP can’t be caught, blocked, or ignored, so the interferer is stopped
without needing to be modified or even aware that the controller exists. This design can
be packaged as a user-space library to provide isolation support to other safety-critical
perception workloads on similar platforms.

2 Background
2.1 Platform

Our experiments run on a Xilinx ZCU102 development board [12] whose processing system
contains four ARM Cortex-Ab3 cores [2] sharing a 1 MB unified L2 cache and a common path
to DRAM. The board runs Ubuntu 22.04 LTS with Linux kernel 5.15 and ROS2 Humble.

We evaluate OVZSLAM [4], the feature-based stereo visual SLAM designated by the
challenge. It processes a stereo image stream and estimates the camera’s trajectory over
time. We compile it against OpenCV without the contrib module.

Trajectory accuracy is evaluated on the EuRoC V1_01_ easy stereo dataset [3], which
provides 2 895 ground-truth poses alongside its synchronized stereo imagery. The ground
truth is recorded by a Vicon motion-capture system [11], a room-scale optical tracking system
that reconstructs the position and orientation of a moving rigid body. These poses serve as
the reference against which we measure tracking error in Section 5.

2.2 Memory Contention and Its Effects

The four Cortex-A53 cores share a single L2 cache and a common path to DRAM [2]. When
a memory-bandwidth-intensive workload co-runs with SLAM on the other cores, it competes
with the SLAM threads for L2 cache capacity and memory bandwidth. Repeated writes to a
large buffer can evict useful SLAM data from the shared L2 cache and saturate the DRAM
controller, which together can increase the effective memory-access latency observed by the
SLAM threads.

This interference manifests itself as longer per-frame execution times. In a visual SLAM
pipeline, such timing delays can cause frames to be dropped, processed late, or matched
against less reliable feature data, ultimately degrading tracking accuracy.

In our experimental setup, interference is generated using the bandwidth benchmark from
RT-Bench’s IsolBench suite [7, 10], configured to perform sequential writes to a 1024 KB
buffer. This buffer matches the capacity of the 1 MB shared L2 cache, ensuring that the
interferer’s working set continuously cycles through the entire cache and evicts data used by
the SLAM threads.

3 Approach

Figure 1 illustrates the overall architecture. The system consists of two cooperating tools: an
offline calibrator that records per-phase performance during a clean solo run, and an online
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OV2SLAM uprobes
(cores 0, 1) (5 checkpoints) Dynamic Controller

! perf_event ring )
i buffer (mmap)

I compare to
0 calib.txt !

RT-Bench SIGSTOP /
(cores 2, 3) SIGCONT

calib.txt

Calibrator
(solo run)
— calib.txt

Figure 1 Controller architecture. During a preliminary solo run, the calibrator records per-phase
instruction-retirement rates and writes them to calib.txt. At runtime, the dynamic controller
installs uprobes at five pipeline checkpoints, reads sample records from the perf ring buffer, compares
observed progress to the calibrated baseline, and issues SIGSTOP/SIGCONT to the interferer.

dynamic controller that uses that calibration profile to regulate a co-running workload in
real time.

3.1 Calibration

The calibrator (calibrate.c) runs OV2SLAM through the full EuRoC V1_01_ easy dataset
with no interferer present. It installs uprobes at five function-entry points in 1ibov2slam.so:
visualTracking, preprocessImage, kltTracking, computePose, and frameDone. These
functions mark the boundaries of the four main computational phases within each SLAM
frame: image processing, KLT feature tracking, pose estimation, and finalization. We chose
these points because they are the top-level entry points of each pipeline stage, allowing us to
attribute execution time and instruction counts to phases of the per-frame computation.
For each checkpoint, the calibrator records the average elapsed wall-clock time from
the visualTracking entry point and the average instruction-retirement rate (instructions
per millisecond, measured using hardware performance counters) over the interval from
visualTracking to that checkpoint. The first ten frames are discarded because they include
one-time initialization overhead that is not representative of steady-state execution. The
resulting profile is written to calib.txt, which is consumed by the controller at startup.
Using a separate offline calibration step rather than an online warm-up period was a
deliberate design choice. We initially considered deriving the baseline from an initial warm-up
window of the same run, but found this unreliable. In an earlier version of the controller, we
calibrated from the first 20 frames of the same run, but this proved unreliable: because the
interferer was already active during those frames, the resulting “baseline” was affected by
contention and no longer reflected the application running in isolation. Offline calibration
from a clean solo run eliminates this problem. Additionally, the calibrator discards the first
ten frames to exclude startup overheads, including one-time initialization and library loading.
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3.2 Observation via Uprobes

The controller observes SLAM progress without modifying or recompiling the application.
It uses the Linux perf_event_open system call to install userspace probes (uprobes) at
the entry point of each of the five checkpoint functions inside the shared library. Each
probe is configured with sample_type = PERF_SAMPLE_TID | PERF_SAMPLE_TIME, which
causes the kernel to emit a 24-byte sample record into a memory-mapped ring buffer every
time the function is entered. The record contains the PID/TID of the calling thread and a
timestamp, so the controller can filter events by process and measure timing from checkpoint
to checkpoint. Because the uprobe PMU on kernel 5.15 does not support per-PID filtering at
the kernel level, we install probes on the entire system on each CPU (pid=-1, cpu=N) and
filter by PID in user space when draining the ring buffer. The ring buffer is mapped into the
controller’s address space via mmap. The kernel writes sample records into the data region; the
controller reads them by walking the data_head/data_tail cursors in the metadata page.
On ARM'’s weakly-ordered memory architecture, memory barriers are needed when reading
from the perf ring buffer. After reading data_head, the controller executes a load barrier
(dmb ishld) so that the sample records written by the kernel are visible before the controller
reads them. Before writing data_tail, the controller executes a full barrier (dmb ish) so
that all record reads are complete before the kernel is allowed to reuse the corresponding
buffer slots.

3.3 Progress-Based Regulation

The controller’s decision logic operates on a per-frame basis. A separate monitor thread,
running every 2 ms, samples the hardware instruction counter and computes the instruction-
retirement rate within the current pipeline phase (i.e., since the most recent checkpoint). It
divides the observed rate by the calibrated baseline rate for that phase to obtain a progress
ratio. A ratio of 1.0 means that the phase is executing at baseline speed; a ratio below 1.0
indicates contention-induced slowdown.

The controller uses asymmetric thresholds with hysteresis to avoid rapid toggling:

STOP threshold (0.50): If the progress ratio drops below 0.50 (the SLAM phase is
running at less than half its baseline rate), the controller sends SIGSTOP to the interferer
process.

RESUME threshold (0.70): If the progress ratio rises above 0.70 while the interferer
is stopped, and this recovery is sustained for a configurable number of consecutive
observations, the controller sends SIGCONT.

Additionally, the monitor thread applies an overtime guard: if a phase whose calibrated
duration exceeds 5 ms has been executing for more than twice its calibrated time, the controller
issues SIGSTOP regardless of the progress ratio. This catches cases where interference causes
a pipeline phase to run much longer than expected.

In addition to the instruction-rate progress ratio, the controller applies a frame-level
backup check as each frame completes. It maintains a rolling window of the 50 most recent
per-frame completion times. If the frame that just finished exceeds a wall-clock deadline
(120 ms by default), and the fraction of the last 50 frames exceeding that same deadline is
above 15%, and the controller is past the immunity period following its most recent resume,
it stops the interferer regardless of the current progress ratio. This acts as a backup for cases
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in which the mid-phase progress-ratio check does not catch a slowdown before the frame
completes.

4 Implementation

Both the calibrator and the controller are implemented in C with no dependencies beyond
the standard C library, the Linux perf_event headers, and POSIX signals. They require
root privileges for uprobe installation and process signaling.

The uprobe offsets (byte positions of each function within 1ibov2slam.so) are currently
hard-coded, obtained from the shared library’s symbol table (e.g., via nm -D). These values
are specific to the compiled binary and must be updated if the library is rebuilt. A production-
quality implementation would resolve symbols at startup, but for a fixed evaluation platform
this was not necessary.

The controller spawns a monitor thread that periodically samples the hardware instruction
counter and compares it against the calibrated rate. The main thread handles the uprobe
event loop via poll. Communication between the two threads is through shared state
protected by GCC atomic compare-and-swap operations (__sync_bool_compare_and_swap)
for the critical stopped flag, and the inherent atomicity of aligned word-sized writes on
ARMyvS for other fields.

Core assignment. SLAM runs on cores 0 and 1; the interferer runs on cores 2 and 3. The
controller itself is not pinned and runs on whichever core the scheduler assigns. Playback
speed is set to 0.6x real time, the fastest rate at which the two-core configuration can reliably
complete tracking on the full dataset on the selected hardware.

Scheduling and responsiveness. The controller does not need its own dedicated core. Its
main thread waits for uprobe events using poll, while the monitor thread wakes every 2ms
to sample the instruction counter and update the progress ratio. When the progress ratio
drops below the stop threshold, the controller reacts by sending SIGSTOP to the interferer.
The controller is not pinned to a core, so heavy system load could delay the monitor thread
in principle. In our experiments, however, the 2 ms sampling period was enough to react
before contention caused tracking loss. It runs as an ordinary process under the default
Linux scheduling policy (SCHED_OTHER) at default priority.

5 Evaluation

We evaluate three conditions, each repeated for five trials using the full EuRoC V1_01_easy
dataset at 0.6x playback on two SLAM cores:
Solo: OV2SLAM alone on cores 0,1; no interferer.
Uncontrolled: OV2SLAM on cores 0,1 with the RT-Bench bandwidth interferer on
cores 2,3; no controller.
Controlled: Same as uncontrolled, with the dynamic controller active.

Trajectory accuracy is reported as the Root Mean Square Error (RMSE) of the per-pose
Absolute Pose Error (APE). APE at a given pose is the Euclidean distance between the
estimated camera position and the corresponding ground-truth position. To get RMSE, we
square each pose’s APE, average across all poses, and take the square root. Squaring first
means a handful of large errors, like the ones tracking divergence produces, dominate the
result, so RMSE is especially sensitive to divergence. A lower RMSE means the estimated
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trajectory is closer to ground truth. Because OVZSLAM initializes its trajectory at its own
local origin while the Vicon ground truth (Section 2.1) is expressed in the world frame, the
two live in different coordinate frames. Before computing the error we align each estimated
trajectory to the ground truth using the Umeyama least-squares method [9], which solves for
the single similarity transform (rotation, translation, and uniform scale) that minimizes the
sum of squared distances between the matched estimated and ground-truth positions. After
alignment, the RMSE is the root-mean-square Euclidean distance between corresponding
estimated and ground-truth poses at the nearest matching timestamp. This alignment does
not improve the trajectory; it only places the two coordinate frames in a common reference
for comparison.

5.1 Calibration Results

A solo calibration run over the full dataset, skipping the first ten frames and profiling
2,507 frames, produced the per-phase baselines shown in Table 1.

Table 1 Calibration baselines from a solo run on two SLAM cores at 0.6x playback. Times
and instruction counts are measured cumulatively from the visualTracking entry point to each
checkpoint; the rate is the ratio of these two quantities.

Checkpoint Avg. time from visualTracking (ms) Avg. insn. rate (insns/ms)
preprocessImage 1.1 906 839
k1ltTracking 31.2 1288905
computePose 60.4 1234649
frameDone 85.8 1229558

These values serve as the controller’s reference baselines. The time column is cumulative
from each frame’s visualTracking entry point, so the row for frameDone (85.8ms) gives

the average wall-clock time for the per-frame pipeline up to the start of frame finalization.

At runtime, the observed instruction-retirement rate within each phase is compared against
the corresponding calibrated rate to compute the progress ratio defined in Section 3.3.

5.2 Accuracy Under Contention

Table 2 summarizes mean results across all three conditions, and Table 3 breaks them
down per trial.
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Table 2 Summary of trajectory accuracy across five trials per condition. A trial is marked as
diverged if its RMSE exceeds 1.0m,

Condition Avg. poses  Mean RMSE (m) Min  Max Diverged

Solo 2525 0.087 0.059 0.145 0/5
Uncontrolled 1950 1.027 0.061 1.822 3/5
Controlled 2412 0.095 0.060 0.188 0/5

Table 3 Per-trial results. Pose counts and RMSE for each individual trial. Diverged trials (RMSE
> 1.0m) are marked with f.

Condition Trial Poses RMSE (m)
Solo 1 2520 0.099
2 2533 0.068
3 2508 0.059
4 2536 0.061
5 2530 0.145
Uncontrolled 1 2117 0.108
2 1777 1.822f
3 2029 0.061
4 2102 1.325%
5 1727 1.8191
Controlled 1 2432 0.067
2 2394 0.093
3 2424 0.188
4 2423 0.068
5 2385 0.060

The uncontrolled condition shows two compounding effects: a 23% reduction in tracked
poses (from 2,525 to 1,950) and frequent trajectory divergence, seen in trials 2, 4, and 5 with
RMSE between 1.3 and 1.9m, while trials 1 and 3 converge normally. With the controller
active, both effects are mitigated. Pose output recovers to 2,412 (95.5% of the solo baseline),
all five trials converge, and the worst-case controlled RMSE of 0.188 m remains well below
the 1.3-1.9m range seen in the divergent uncontrolled trials. Figure 3(a) shows the RMSE
contrast across all three conditions. The high variance in the uncontrolled condition shows
the bimodal divergence pattern visible in Table 3. These three diverged trials pull the mean
to 1.027 m, while the two converged trials sit near the solo baseline. Figure 3(b) shows the
corresponding drop and recovery in pose output, which the uncontrolled condition loses
roughly one in four poses compared to solo, while the controlled condition recovers. Figure 2
shows representative trajectories from one trial of each condition: the solo and controlled
runs track the ground truth closely, while the uncontrolled run collapses into an internal
loop.
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Controlled
RMSE: 0.061 m (2423 poses)

Uncontrolled (diverged)

Solo
RMSE: 0.066 m (2516 poses) RMSE: 1.822 m (1777 poses)

—— Ground truth
—— Solo

— Ground truth
—— Uncontrolled (diverged)
341 @ Start 34

—— Ground truth
—— Controlled

Y (m)
Y (m)
Y (m)

X (m)

Figure 2 Top-down (XY) trajectories from one representative trial of each condition, aligned to
the Vicon ground truth (black) via the Umeyama similarity transform. Solo and Controlled track
the ground truth closely. The Uncontrolled run collapses due to an internal loop unrelated to the
true camera motion which is the failure mode the controller is designed to prevent.

3000 -
GT (2,895)
3/5 diverged
2.0 A 2800 A
1.027 m
£ 2600 1 2525
E 151 » 2412
E g_ 2400 A
3
2 © 2200 A
g 104 1.0m b 1950
. %)
o &
=2 2000 1
0.51 1800 A
0/5 diverged 0/5 diverged
0.087 m 0.095 m 1600 -
0.0 | IS
Solo Uncontrolled Controlled 1400 -
Solo Uncontrolled Controlled

(a) Mean trajectory RMSE across five trials per
condition. Error bars show one standard devi-
ation. The dashed line marks the 1.0m divergence
threshold.

(b) Mean pose output across five trials per condi-
tion. The dotted line marks the ground-truth (GT)
count (2,895 poses).

Figure 3 Results across five trials per condition (Solo, Uncontrolled, Controlled).

5.3 Run-to-Run Variability

OV?2SLAM exhibits nondeterministic run-to-run variability across all conditions, including
solo runs with no interference. In solo runs, RMSE ranges from 0.059 m to 0.145m. In the
uncontrolled condition, two distinct modes are visible: converged runs (RMSE below 0.11m)
and diverged runs (RMSE above 1.3m). The source of this variability remains unclear. One
possible explanation is nondeterministic thread scheduling within OV2SLAM’s multi-threaded
architecture, where the front-end tracking thread and back-end bundle adjustment thread
access shared mutable state. We have not yet confirmed this mechanism experimentally.
Under uncontrolled interference, 3 out of 5 trials diverge. With the controller active, no trials
diverge. While the sample size is small, it suggests that the controller reduces the likelihood
of interference-induced divergence.
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5.4 Interferer Slowdown

To quantify the controller’s effects on the interfering workload, we conducted a separate set
of five controlled and five uncontrolled runs under the same configuration, instrumented to
record the RT-Bench bandwidth tool’s output during each of trials and summarized the
results in two ways. The first is the average bandwidth per-iteration. This shows how fast the
interferer runs during the periods when it is allowed to execute. The second is the effective
bandwidth measured over the full experiment window. It is computed as the total bytes
transferred during the trial divided by the wall-clock span from the first to the last logged
iteration (/2289 s for every trial). The two metrics answer different questions: the first tells
us whether the controller affects the interferer’s throughput while it runs; the second tells us
how much memory traffic the interferer generates during the full experiment.

As shown in Table 4, the per-iteration bandwidth is practically unchanged between
conditions (4 111 MB/s uncontrolled vs. 4 156 MB/s controlled, a 1.1% difference within run-to-
run variance), indicating that the controller does not slow the interferer’s memory throughput
during the intervals when it runs. Because a SIGSTOP can occur while a job is running, the
few jobs coinciding with a stop show artificially low bandwidth; these are a small fraction
of all logged jobs, so the per-iteration mean still reflects the interferer’s throughput during
normal execution. The effective bandwidth, however, drops from 3 694 MB/s uncontrolled
to 1343 MB/s controlled, a 63.7% reduction. This drop is attributable to time spent in the
SIGSTOP state. The controller removes nearly two-thirds of the interferer’s opportunity to
generate memory traffic over the experiment, which is the cost of protecting SLAM’s frame
timing.

Table 4 Interferer bandwidth from a dedicated set of five uncontrolled and five controlled
executions, averaged across five trials each. Per-iteration is the mean of the benchmark’s per-job
bandwidth values (each job reports bytes transferred divided by its own wall-clock duration); effective
is total bytes transferred over the full experiment span. These runs are separate from the accuracy
trials of Tables 2-3.

Condition Per-iteration (MB/s)  Effective (MB/s) Iterations completed
Uncontrolled 4111 £ 399 3694 £ 285 205248
Controlled 4156 £ 574 1343 + 289 71692
Reduction -1.1% —-63.7% —65.1%

5.5 Controller Overhead

The controller issues stop/resume cycles throughout each run in response to detected slow-
downs under the tested interference level; the exact count varies with the run’s contention
pattern. Each cycle consists of a SIGSTOP issued by the monitor thread when it detects a
progress-ratio drop below 0.50 on k1tTracking or computePose, followed by a SIGCONT after
50-100 frames of sustained recovery. The controller process itself consumes negligible CPU
time relative to the SLAM workload, as its main loop is poll-driven and the monitor thread
sleeps for 2ms between samples. Across the five reported trials, the controller issued 85 total
SIGSTOP events. Of these, 82 were triggered by the mid-phase progress-ratio check and 3 by
the frame-level backup check (Section 3.3), with the backup firing exactly once in each of
three of the five trials. The backup mechanism is therefore not a purely theoretical safeguard
in our evaluation: in a small but nonzero fraction of cases, the mid-phase instruction-rate
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signal did not act before a frame completed over the 120 ms deadline, and the frame-level
check caught the slowdown instead.

6 Conclusion

We presented a lightweight, software-only progress-driven feedback controller that protects
OV?2SLAM’s tracking quality under memory-bandwidth contention on a shared ARM Cortex-
Ab53 platform. The controller uses Linux uprobes and hardware instruction counters to
monitor SLAM pipeline progress at sub-frame granularity, and dynamically suspends a
co-running interferer when progress degrades. Our evaluation on the Xilinx ZCU102 shows
that the controller reduces trajectory divergence (0/5 vs. 3/5 uncontrolled) and recovers
mean RMSE to 0.095m, comparable to the 0.087 m solo baseline. The approach requires no
kernel modifications and no changes to the SLAM binary.

Several limitations should be noted. The uprobe byte offsets are currently hard-coded and
must be updated whenever 1libov2slam.so is recompiled. The SIGSTOP/SIGCONT actuator
is binary, which fully freezes or resumes the interferer with no intermediate throttling. The
controller provides no formal schedulability guarantees and has been evaluated against only
one interferer and one dataset, so generalization remains open. OV2SLAM also exhibits
nondeterministic divergence even in solo runs, which the controller cannot address. Finally,
the current drain_probe () implementation does not handle perf ring buffer records split
across the wrap boundary, which is a latent correctness issue that has not been triggered in
practice.

Future work includes replacing the binary stop/resume mechanism with proportional
throttling, resolving uprobe offsets dynamically at startup, and evaluating additional workload
and platform combinations.
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